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Preface

This book introduces the fundamental concepts necessary for designing, using, and imple-
menting database systems and applications. Our presentations stresses the fundamentals
of database modeling and design, the languages and facilities provided by the database
management systems, and system implementation techniques. The book is meant to be
used as a textbook for a one- or two-semester course in database systems at the junior,
senior or graduate level, and as a reference book. We assume that the readers are familiar
with elementary programming and data-structuring concepts and that they have had
some exposure to the basic computer organization.

We start in Part 1 with an introduction and a presentation of the basic concepts and
terminology, and database conceptual modeling principles. We conclude the book in
Parts 7 and 8 with an introduction to emerging technologies, such as data mining, XML,
security, and Web databases. Along the way—in Parts 2 through 6—we provide an in-
depth treatment of the most important aspects of database fundamentals.

The following key features are included in the fourth edition:

¢ The entire book follows a self-contained, flexible organization that can be tailored to
individual needs.
® Coverage of data modeling now includes both the ER model and UML.

* A new advanced SQL chapter with material on SQL programming techniques, such as
JDBC and SQL/CLL.
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viii Preface

Two examples running throughout the book—called COMPANY and UNIVER-
SITY—allow the reader to compare different approaches that use the same application.

Coverage has been updated on security, mobile databases, GIS, and Genome data
management.

A new chapter on XML and Internet databases.
A new chapter on data mining.

A significant revision of the supplements to include a robust set of materials for
instructors and students, and an online case study.

Main Differences from the Third Edition

There are several organizational changes in the fourth edition, as well as some important
new chapters. The main changes are as follows:

The chapters on file organizations and indexing (Chapters 5 and 6 in the third edi-
tion) have been moved to Part 4, and are now Chapters 13 and 14. Part 4 also
includes Chapters 15 and 16 on query processing and optimization, and physical
database design and tuning (this corresponds to Chapter 18 and sections 16.3-16.4 of
the third edition).

The relational model coverage has been reorganized and updated in Part 2. Chapter
5 covers relational model concepts and constraints. The material on relational alge-
bra and calculus is now together in Chapter 6. Relational database design using ER-
to-relational and EER-to-relational mapping is in Chapter 7. SQL is covered in
Chapters 8 and 9, with the new material in SQL programming techniques in sections
9.3 through 9.6.

Part 3 covers database design theory and methodology. Chapters 10 and 11 on normal-
ization theory correspond to Chapters 14 and 15 of the third edition. Chapter 12 on
practical database design has been updated to include more UML coverage.

The chapters on transactions, concurrency control, and recovery (19, 20, 21 in the
third edition) are now Chapters 17, 18, and 19 in Part 5.

The chapters on object-oriented concepts, ODMG object model, and object-relational
systems (11, 12, 13 in the third edition) are now 20, 21, and 22 in Part 6. Chapter 22
has been reorganized and updated.

Chapters 10 and 17 of the third edition have been dropped. The material on client—
server architectures has been merged into Chapters 2 and 25.

The chapters on security, enhanced models (active, temporal, spatial, multimedia), and
distributed databases (Chapters 22, 23, 24 in the third edition) are now 23, 24, and 25
in Part 7. The security chapter has been updated. Chapter 25 of the third edition on
deductive databases has been merged into Chapter 24, and is now section 24.4.



¢ Chapter 26 is a new chapter on XML (eXtended Markup Language), and how it is
related to accessing relational databases over the Internet.

¢ The material on data mining and data warehousing (Chapter 26 of the third edition)
has been separated into two chapters. Chapter 27 on data mining has been expanded
and updated.

Contents of This Edition

Part 1 describes the basic concepts necessary for a good understanding of database design
and implementation, as well as the conceptual modeling techniques used in database sys-
tems. Chapters 1 and 2 introduce databases, their typical users, and DBMS concepts, ter-
minology, and architecture. In Chaprer 3, the concepts of the Entity-Relationship (ER)
model and ER diagrams are presented and used to illustrate conceptual database design.
Chapter 4 focuses on data abstraction and semantic data modeling concepts and extends
the ER model to incorporate these ideas, leading to the enhanced-ER (EER) data model
and EER diagrams. The concepts presented include subclasses, specialization, generaliza-
tion, and union types (categories). The notation for the class diagrams of UML are also
introduced in Chapters 3 and 4.

Part 2 describes the relational data model and relational DBMSs. Chapter 5 describes
the basic relational model, its integrity constraints and update operations. Chapter 6
describes the operations of the relational algebra and introduces the relational calculus.
Chapter 7 discusses relational darabase design using ER and EER-to-relational mapping.
Chapter 8 gives a detailed overview of the SQL language, covering the SQL standard,
which is implemented in most relational systems. Chapter 9 covers SQL programming
topics such as SQLJ, JDBC, and SQL/CLI.

Part 3 covers several topics related to database design. Chapters 10 and 11 cover the
formalisms, theories, and algorithms developed for the relational database design by nor-
malization. This material includes functional and other types of dependencies and normal
forms of relations. Step-by-step intuitive normalization is presented in Chapter 10, and
relational design algorithms are given in Chapter 11, which also defines other types of
dependencies, such as multivalued and join dependencies. Chapter 12 presents an over-
view of the different phases of the database design process for medium-sized and large
applications, using UML.

I Part 4 starts with a description of the physical file structures and access methods used
in database systems. Chapter 13 describes primary methods of organizing files of records
on disk, including static and dynamic hashing. Chapter 14 describes indexing techniques
for files, including B-tree and B+-tree data structures and grid files. Chapter 15 introduces
the basics of query processing and optimization, and Chapter 16 discusses physical data-
base design and tuning.

Part 5 discusses transaction processing, concurrency control, and recovery tech-
niques, including discussions of how these concepts are realized in SQL.

Preface
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Part 6 gives a comprehensive introduction to object databases and object-relational
systems. Chapter 20 introduces object-oriented concepts. Chapter 21 gives a detailed
overview of the ODMG object model and its associated ODL and OQL languages. Chapter
22 describes how relational databases are being extended to include object-oriented con-
cepts and presents the features of object-relational systems, as well as giving an overview
of some of the features of the SQL3 standard, and the nested relational data model.

Parts 7 and 8 cover a number of advanced topics. Chapter 23 gives an overview of
database security and authorization, including the SQL commands to GRANT and
REVOKE privileges, and expanded coverage on security concepts such as encryption,
roles, and flow control. Chapter 24 introduces several enhanced database models for
advanced applications. These include active darabases and triggers, temporal, spatial, mul-
timedia, and deductive databases. Chapter 25 gives an introduction to distributed data-
bases and the three-tier client—server architecture. Chapter 26 is a new chapter on XML
(eXtended Markup Language). It first discusses the differences between structured, semi-
structured, and unstructured models, then presents XML concepts, and fmally compares
the XML model to traditional database models. Chapter 27 on data mining has been
expanded and updated. Chapter 28 introduces data warehousing concepts. Finally, Chap-
ter 29 gives introductions to the topics of mobile databases, multimedia databases, GIS
(Geographic Information Systems), and Genome data management in bioinformatics.

Appendix A gives a number of alternative diagrammatic notations for displaying a con-
ceptual ER or EER schema. These may be substituted for the notation we use, if the instructor
so wishes. Appendix C gives some important physical parameters of disks. Appendixes B, E,
and F are on the web site. Appendix B is a new case srudy that follows the design and imple-
mentation of a bookstore’s database. Appendixes E and F cover legacy database systems,
based on the network and hierarchical database models. These have been used for over
thirty years as a basis for many existing commercial database applications and transaction-
processing systems and will take decades to replace completely. We consider it important to
expose students of database management to these long-standing approaches. Full chapters
from the third edition can be found on the web site for this edition.

Guidelines for Using This Book

There are many different ways to teach a database course. The chapters in Parts 1 through
5 can be used in an introductory course on database systems in the order that they are
given or in the preferred order of each individual instructor. Selected chapters and sec-
tions may be left out, and the instructor can add other chapters from the rest of the book,
depending on the emphasis if the course. At the end of each chapter’s opening section,
we list sections that are candidates for being left out whenever a less detailed discussion of
the topic in a particular chapter is desired. We suggest covering up to Chapter 14 in an
introductory database course and including selected parts of other chapters, depending on
the background of the students and the desired coverage. For an emphasis on system
implementation techniques, chapters from Parts 4 and 5 can be included.

Chapters 3 and 4, which cover conceptual modeling using the ER and EER models, are
important for a good conceptual understanding of databases. However, they may be par-



tially covered, covered later in a course, or even left out if the emphasis is on DBMS imple-
mentation. Chapters 13 and 14 on file organizations and indexing may also be covered
early on, later, or even left out if the emphasis is on database models and languages. For
students who have already taken a course on file organization, parts of these chapters
could be assigned as reading material or some exercises may be assigned to review the
concepts.

A total life-cycle database design and implementation project covers conceptual
design (Chapters 3 and 4), data model mapping (Chapter 7), normalization (Chapter
10}, and implementation in SQL (Chapter 9). Additional documentation on the specific
RDBMS would be required.

The book has been written so that it is possible to cover topics in a variety of orders.
The chart included here shows the major dependencies between chapters. As the diagram
illustrates, it is possible to start with several different topics following the first two intro-
ductory chapters. Although the chart may seem complex, it is important to note that if
the chapters are covered in order, the dependencies are not lost. The chart can be con-
sulted by instructors wishing to use an alternative order of presentation.

12

Introductory

13,14
File Organization

Indexiny

20
Object-Oriented
Concepts

34
ER Model,
EER Model

56
Relational Model,
Algebra, Calculus

7
ER, EER-
to-relational

10,11
Dependencies,
Normalization

8,9
SatL,
DB Programming

15,16
I Query Prosessing,

DB Tuning

25

17,18,19

8, Distributed 21

CT’a”S'“o”S’ Client Server ODMG,
oncurrency, 22 ODL,0QL
Recovery Object ’

24 Relational
Active,

Tempered,

Ceductive @
27,28

Data Mining,

Warehousing

For a single-semester course based on this book, some chapters can be assigned as read-
ing material. Parts 4, 7, and 8 can be considered for such an assignment. The book can also
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be used for a two-semester sequence. The first course, “Introduction to Database Design/
Systems,” at the sophomore, junior, or senior level, could cover most of Chapters | to 14.
The second course, “Database Design and Implementation Techniques,” at the senior or
first-year graduate level, can cover Chapters 15 to 28. Chapters from Parts 7 and 8 can be
used selectively in either semester, and material describing the DBMS available to the stu-
dents at the local institution can be covered in addition to the material in the book.

Supplemental Materials

The supplements to this book have been significantly revised. With Addison-Wesley’s
Database Place there is a robust set of interactive reference materials to help students
with their study of modeling, normalization, and SQL. Each tutorial asks students to solve
problems (such as writing an SQL query, drawing an ER diagram or normalizing a rela-
tion), and then provides useful feedback based on the student’s solution. Addison-
Wesley’s Database Place helps students master the key concepts of all database courses.
For more information visit aw.com/databaseplace.

In addition the following supplements are available to all readers of this book at
WWW.aw.com/cssupport.

® Additional content: This includes a new Case Study on the design and implementa-
tion of a bookstore’s database as well as chapters from previous editions that are not
included in the fourth edition.

¢ A set of PowerPoint lecture notes

A solutions manual is also available to qualified instructors. Please contact your local
Addison-Wesley sales representative, or send e-mail to aw.cse@aw.com, for information
on how to access it.
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INTRODUCTION AND
CONCEPTUAL MODELING



Databases and
Database Users

Databases and database systems have become an essential component of everyday life in
modern society. In the course of a day, most of us encounter several activities that involve
some interaction with a database. For example, if we go to the bank to deposit or with-
draw funds, if we make a hotel or airline reservation, if we access a computerized library
catalog to search for a bibliographic item, or if we buy some item—such as a book, toy, or
computer—from an Internet vendor through its Web page, chances are that our activities
will involve someone or some computer program accessing a database. Even purchasing
items from a supermarket nowadays in many cases involves an automatic update of the
database that keeps the inventory of supermarket items.

These interactions are examples of what we may call traditional database
applications, in which most of the information that is stored and accessed is either
textual or numeric. In the past few years, advances in technology have been leading to
exciting new applications of database systems. Multimedia databases can now store
pictures, video clips, and sound messages. Geographic information systems (GIS) can
store and analyze maps, weather data, and satellite images. Data warehouses and online
analytical processing (OLAP) systems are used in many companies to extract and analyze
useful information from very large databases for decision making. Real-time and active
database technology is used in controlling industrial and manufacturing processes. And
database search techniques are being applied to the World Wide Web to improve the
search for information that is needed by users browsing the Internet.
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To understand the fundamentals of database technology, however, we must start from
the basics of traditional database applications. So, in Section 1.1 of this chapter we define
what a database is, and then we give definitions of other basic terms. In Section 1.2, we
provide a simple untverstTy database example to illustrate our discussion. Section 1.3
describes some of the main characteristics of database systems, and Sections 1.4 and 1.5
categorize the types of personnel whose jobs involve using and interacting with database
systems. Sections 1.6, 1.7, and 1.8 offer a more thorough discussion of the various
capabilities provided by database systems and discuss some typical database applications.
Section 1.9 summarizes the chapter.

The reader who desires only a quick introduction to database systems can study
Sections 1.1 through 1.5, then skip or browse through Sections 1.6 through 1.8 and go on
to Chapter 2.

1.1 INTRODUCTION

Databases and database technology are having a major impact on the growing use of com-
puters. It is fair to say that databases play a critical role in almost all areas where comput-
ers are used, including business, electronic commerce, engineering, medicine, law,
education, and library science, to name a few. The word database is in such common use
that we must begin by defining what a database is. Our initial definition is quite general.

A database is a collection of related data.! By data, we mean known facts that can be
recorded and that have implicit meaning. For example, consider the names, telephone
numbers, and addresses of the people you know. You may have recorded this data in an
indexed address book, or you may have stored it on a hard drive, using a personal
computer and software such as Microsoft Access, or Excel. This is a collection of related
data with an implicit meaning and hence is a database.

The preceding definition of database is quite general; for example, we may consider
the collection of words that make up this page of text to be related data and hence to
constitute a database. However, the common use of the term database is usually more
restricted. A database has the following implicit properties:

¢ A database represents some aspect of the real world, sometimes called the miniworld
or the universe of discourse (UoD). Changes to the miniworld are reflected in the
database.

® A database is a logically coherent collection of data with some inherent meaning. A
random assortment of data cannot correctly be referred to as a database.

¢ A dartabase is designed, built, and populated with data for a specific purpose. It has an
intended group of users and some preconceived applications in which these users are
interested.

1. We will use the word data as both singular and plural, as is common in database literature; con-
text will determine whether it is singular or plural. In standard English, data is used only for plural;
datum is used for singular.
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In other words, a database has some source from which data is derived, some degree
of interaction with events in the real world, and an audience that is actively interested in
the contents of the database.

A database can be of any size and of varying complexity. For example, the list of
names and addresses referred to earlier may consist of only a few hundred records, each
with a simple structure. On the other hand, the computerized catalog of a large library
may contain half a million entries organized under different categories—by primary
author’s last name, by subject, by book title—with each category organized in alphabetic
order. A database of even greater size and complexity is maintained by the Internal
Revenue Service to keep track of the tax forms filed by U.S. taxpayers. If we assume that
there are 100 million taxpayers and if each taxpayer files an average of five forms with
approximately 400 characters of information per form, we would get a database of 100 x
10° x 400 x 5 characters (bytes) of information. If the IRS keeps the past three returns for
each taxpayer in addition to the current return, we would get a database of 8 x 10! bytes
(800 gigabytes). This huge amount of information must be organized and managed so that
users can search for, retrieve, and update the data as needed.

A database may be generated and maintained manually or it may be computerized.
For example, a library card catalog is a database that may be created and maintained
manually. A computerized database may be created and maintained either by a group of
application programs written specifically for that task or by a database management
system. Of course, we are only concerned with computerized databases in this book.

A database management system (DBMS) is a collection of programs that enables
users to create and maintain a database. The DBMS is hence a general-purpose software
system that facilitates the processes of defining, constructing, manipulating, and sharing
databases among various users and applications. Defining a database involves specifying
the data types, structures, and constraints for the data to be stored in the database.
Constructing the database is the process of storing the data itself on some storage
medium that is controlled by the DBMS. Manipulating a database includes such functions
as querying the database to retrieve specific data, updating the database to reflect changes
in the miniworld, and generating reports from the data. Sharing a database allows
multiple users and programs to access the database concurrently.

Other important functions provided by the DBMS include protecting the database and
maintaining it over a long period of time. Protection includes both system protection
against hardware or software malfunction (or crashes), and security protection against
unauthorized or malicious access. A typical large database may have a life cycle of many
years, so the DBMS must be able to maintain the database system by allowing the system to
evolve as requirements change over time.

It is not necessary to usc general-purpose DBMS software to implement a
computerized database. We could write our own set of programs to create and maintain
the database, in effect creating our own special-purpose DBMS software. In cither case—
whether we use a general-purpose DBMS or not—we usually have to deploy a considerable
amount of complex software. In fact, most DBMSs arc very complex software systems.

To complete our initial definitions, we will call the database and DBMS software
together a database system. Figure 1.1 illustrates some of the concepts we discussed so far.

5
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Users/Programmers

DATABASE
SYSTEM {

Application Programs/Queries

FDBMS Y
SOFTWARE
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Stored Database
Definition
(Meta-Data)

Stored

Database

FIGURE 1.1 A simplified database system environment.

1.2 AN EXAMPLE

Let us consider a simple example that most readers may be familiar with: a UNIVERSITY
database for maintaining information concerning students, courses, and grades in a uni-
versity environment. Figure 1.2 shows the database structure and a few sample data for
such a database. The database is organized as five files, each of which stores data records of
the same type.” The STUDENT file stores data on each student, the CoURSE file stores data on
each course, the SECTION file stores data on each section of a course, the GRADE_REPORT file
stores the grades that students receive in the various sections they have completed, and
the PREREQUISITE file stores the prerequisites of each course.

To define this database, we must specify the structure of the records of each file by
specifying the different types of data elements to be stored in each record. In Figure 1.2,
each STUDENT record includes data to represent the student’s Name, StudentNumber, Class

2. We use the term file informally here. At a conceptual level, a file is a collection of records that may
or may not be ordered.
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 STUDENT | Name | StudentNumber | Class Major}
Smith 17 1 cs |
Brown 8 2 Cs |
 COURSE CourseName CourseNumber | CreditHours | Department
Intro to Computer Science C81310 4 Cs
Data Structures 83320 4 CS
Discrete Mathematics MATH2410 3 MATH
Database 53380 3 CS
| SECTION | Sectionidentifier | CourseNumber | Semester | Year | Instructor
85 MATH2410 Fall 98 King
92 CS1310 Fall 98 Anderson
102 CS3320 Spring 99 Knuth %
112 MATH2410 Fall 99 Chang |
19 CS1310 Fall 99 Anderson |
135 C83380 Fall 99 Stone 1
- GRADE_REPORT | StudentNumber | Sectionldentifier | Grade
17 112 B
17 119 c
8 85 A
8 92 A
N 8 102 B
8 135 A
PREREQUISITE | CourseNumber | PrerequisiteNumber |
353380 C83320
| ©S3380 MATH2410
_ £S3320 CS1310

FIGURE 1.2 A database that stores student and course information.

(freshman or 1, sophomore or 2, . . .), and Major (mathematics or math, computer science

or CS,

.); cach courstE record includes data to represent the CourseName,

CourseNumber, CreditHours, and Department (the department that offers the course);
and so on. We must also specify a data type for each data clement within a record. For
example, we can specify that Name of STUDENT is a string of alphabetic characters,
StudentNumber of STUDENT is an integer, and Grade of GRADE_REPORT is a single character
from the set {A, B, C, D, E 1}. We may also use a coding scheme to represent the values of
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a data item. For example, in Figure 1.2 we represent the Class of a STUDENT as 1 for
freshman, 2 for sophomore, 3 for junior, 4 for senior, and 5 for graduate student.

To construct the UNIVERSITY database, we store data to represent each student, course,
section, grade report, and prerequisite as a record in the appropriate file. Notice that
records in the various files may be related. For example, the record for “Smith” in the sTU-
DENT file is related to two records in the GRADE_REPORT file that specify Smith’s grades in two
sections. Similarly, each record in the PREREQUISITE file relates two course records: one
representing the course and the other representing the prerequisite. Most medium-size
and large databases include many types of records and have many relationships among the
records.

Database manipulation involves querying and updating. Examples of queries are
“retrieve the transcript—a list of all courses and grades—of Smith,” “list the names of
students who took the section of the Database course offered in fall 1999 and their grades
in that section,” and “what are the prerequisites of the Database course?” Examples of
updates are “change the class of Smith to Sophomore,” “create a new section for the
Database course for this semester,” and “enter a grade of A for Smith in the Database
section of last semester.” These informal queries and updates must be specified precisely in
the query language of the DBMS before they can be processed.

1.3 CHARACTERISTICS OF
THE DATABASE APPROACH

A number of characteristics distinguish the database approach from the traditional
approach of programming with files. In traditional file processing, each user defines and
implements the files needed for a specific software application as part of programming the
application. For example, one user, the grade reporting office, may keep a file on students
and their grades. Programs to print a student’s transcript and to enter new grades into the
file are implemented as part of the application. A second user, the accounting office, may
keep track of students’ fees and their payments. Although both users are interested in data
about students, each user maintains separate files—and programs to manipulate these
files—because each requires some data not available from the other user’s files. This
redundancy in defining and storing data results in wasted storage space and in redundant
efforts to maintain common data up to date.

In the database approach, a single repository of data is maintained that is defined
once and then is accessed by various users. The main characteristics of the database
approach versus the file-processing approach are the following:

o Self-describing nature of a database system

¢ Insulation between programs and data, and data abstraction
¢ Support of multiple views of the data

¢ Sharing of data and multiuser transaction procesing

We next describe each of these characteristics in a separate section. Additional
characteristics of database systems are discussed in Sections 1.6 through 1.8.



1.3 Characteristics of the Database Approach

1.3.1 Self-Describing Nature of a Database System

A fundamental characteristic of the database approach is that the database system con-
tains not only the database itself but also a complete definition or description of the data-
base structure and constraints. This definition is stored in the DBMS catalog, which
contains information such as the structure of each file, the type and storage formar of each
data item, and various constraints on the data. The information stored in the catalog is
called meta-data, and it describes the structure of the primary database (Figure 1.1).

The catalog is used by the DBMS software and also by database users who need
information about the database structure. A general-purpose DBMS software package is
not written for a specific database application, and hence it must refer to the catalog to
know the structure of the files in a specific database, such as the type and format of data it
will access. The DBMS software must work equally well with any number of database
applications—for example, a university database, a banking database, or a company
database—as long as the database definition is stored in the catalog.

In traditional file processing, data definition is typically part of the application
programs themselves. Hence, these programs are constrained to work with only one
specific database, whose structure is declared in the application programs. For example, an
application program written in C++ may have struct or class declarations, and a COBOL
program has Data Division statements to define its files. Whereas file-processing software
can access only specific databases, DBMS software can access diverse databases by
extracting the database definitions from the catalog and then using these definitions.

In the example shown in Figure 1.2, the DBMS catalog will store the definitions of all
the files shown. These definitions are specified by the database designer prior to creating
the actual database and are stored in the catalog. Whenever a request is made to access,
say, the Name of a STUDENT record, the DBMS software refers to the catalog to determine
the structure of the STUDENT file and the position and size of the Name data item within a
STUDENT record. By contrast, in a typical file-processing application, the file structure and,
in the extreme case, the exact location of Name within a STUDENT record are already coded
within each program that accesses this data item.

1.3.2 Insulation between Programs and Data, and Data
Abstraction

In traditional file processing, the structure of data files is embedded in the application pro-
grams, 50 any changes to the structure of a file may require changing all programs that access this
file. By contrast, DBMS access programs do not require such changes in most cases. The struc-
ture of data files is stored in the DBMS catalog separately from the access programs. We call this
propetty program-data independence. For example, a file access program may be written in
such a way that it can access only STUDENT records of the structure shown in Figure 1.3. If we
want to add another piece of dara to each STUDENT record, say the BirthDate, such a program
will no longer work and must be changed. By contrast, in a DBMS environment, we just need
to change the description of STUDENT records in the catalog to reflect the inclusion of the new
data item BirthDate; no programs are changed. The next time a DBMS program refers to the
catalog, the new structure of STUDENT records will be accessed and used.

9
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Data Item Name Starting Position in Record Length in Characters (bytes)
Name 1 30
StudentNumber 31 4
Class 35 4
Maijor 39 4

FIGURE 1.3 Internal storage format for a STUDENT record.

In some types of database systems, such as object-oriented and object-relational
systems (see Chapters 20 to 22), users can define operations on data as part of the
database definitions. An operation (also called a function or method) is specified in two
parts. The interface (or signature) of an operation includes the operation name and the
data types of its arguments (or parameters). The implementation (or method) of the
operation is specified separately and can be changed without affecting the interface. User
application programs can operate on the data by invoking these operations through their
names and arguments, regardless of how the operations are implemented. This may be
termed program-operation independence.

The characteristic that allows program-data independence and program-operation
independence is called data abstraction. A DBMS provides users with a conceptual
representation of data that does not include many of the details of how the data is stored or
how the operations are implemented. Informally, a data model is a type of data abstraction
that is used to provide this conceptual representation. The data mode!l uses logical concepts,
such as objects, their properties, and their interrelationships, that may be easier for most
users to understand than computer storage concepts. Hence, the data model hides storage
and implementation details that are not of interest to most database users.

For example, consider again Figure 1.2. The internal implementation of a file may be
defined by its record length—the number of characters (bytes) in each record—and each data
item may be specified by its starting byte within a record and its length in bytes. The STUDENT
record would thus be represented as shown in Figure 1.3. But a typical database user is not
concerned with the location of each data item within a record or its length; rather, the
concern is that when a reference is made to Naine of STUDENT, the correct value is returned. A
conceptual representation of the STUDENT records is shown in Figure 1.2. Many other details of
file storage organization—such as the access paths specified on a file—can be hidden from
database users by the DBMS; we discuss storage details in Chapters 13 and 14.

In the database approach, the detailed structure and organization of cach file are
stored in the catalog. Database users and application programs refer to the conceptual
representation of the files, and the DBMS extracts the details of file storage from the
catalog when these are needed by the DBMS file access modules. Many data models can be
used to provide this data abstraction to database users. A major part of this book is
devoted to presenting various data models and the concepts they use to abstract the
representation of data.

In object-oriented and object-relational databases, the abstraction process includes
not only the data structure but also the operations on the data. These operations provide
an abstraction of miniworld activities commonly understood by the users. For example,
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Student Transcript
;TRANSCR'PT StudentName CourseNumber | Grade @ Semester | Year | Sectionld
CS1310 c Fall 99 119
Smith MATH2410 B Fall 99 112
MATH2410 A Fall 98 85
CS1310 A Fall 98 92
Brown " csa320 B Spring 99 102
€S3380 A Fall 99 135

(b) {PREREQUISITES CourseName | CourseNumber | Prerequisites
Database 53380 CS3320

MATH2410
Data Structures CS83320 CS1310

FIGURE 1.4 Two views derived from the database in Figure 1.2. {a) The STUDENT TRANSCRIPT view.

(b) The COURSE PREREQUISITES View.

an operation CALCULATE_GPA can be applied to a STUDENT object to calculate the grade point
average. Such operations can be invoked by the user queries or application programs
without having to know the details of how the operations are implemented. In that sense,
an abstraction of the miniworld activity is made available to the user as an abstract
operation.

1.3.3 Support of Multiple Views of the Data

A database typically has many users, each of whom may require a different perspective or
view of the database. A view may be a subset of the database or it may contain virtual data
that is derived from the database files but is not explicitly stored. Some users may not need
to be aware of whether the data they refer to is stored or derived. A multiuser DBMS whose
users have a variety of distinct applications must provide facilities for defining multiple
views. For example, one user of the database of Figure 1.2 may be interested only in access-
ing and printing the transcript of each student; the view for this user is shown in Figure
1.4a. A second user, who is interested only in checking that students have taken all the pre-
requisites of each course for which they register, may require the view shown in Figure 1.4b.

1.3.4 Sharing of Data and Multiuser
Transaction Processing

A multiuser DBMS, as its name implies, must allow multiple users to access the database at
the same time. This is essential if data for multiple applications is to be integrated and

1
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maintained in a single database. The DBMS must include concurrency control software to
ensure that several users trying to update the same data do so in a controlled manner so
that the result of the updates is correct. For example, when several reservation clerks try
to assign a seat on an airline flight, the DBMS should ensure that each seat can be accessed
by only one clerk at a time for assignment to a passenger. These types of applications are
generally called online transaction processing (OLTP) applications. A fundamental role
of multiuser DBMS software is to ensure that concurrent transactions operate correctly.

The concept of a transaction has become central to many database applications. A
transaction is an executing program or process that includes one or more database accesses,
such as reading or updating of database records. Each transaction is supposed to execute a
logically correct database access if executed in its entirety without interference from
other transactions. The DBMS must enforce several transaction properties. The isolation
property ensures that each transaction appears to execute in isolation from other
transactions, even though hundreds of transactions may be executing concurrently. The
atomicity property ensures that either all the database operations in a transaction are
executed or none are. We discuss transactions in detail in Part V of the textbook.

The preceding characteristics are most important in distinguishing a DBMS from
traditional file-processing software. In Section 1.6 we discuss additional features that
characterize a DBMS. First, however, we categorize the different types of persons who work
in a database system environment.

1.4 ACTORS ON THE SCENE

For a small personal database, such as the list of addresses discussed in Section 1.1, one
person typically defines, constructs, and manipulates the database, and there is no shar-
ing. However, many persons are involved in the design, use, and maintenance of a large
database with hundreds of users. In this section we identify the people whose jobs involve
the day-to-day use of a large database; we call them the “actors on the scene.” In Section
1.5 we consider people who may be called “workers behind the scene”—those who work
to maintain the database system environment but who are not actively interested in the
database itself.

1.4.1 Database Administrators

In any organization where many persons use the same resources, there is a need for a chief
administrator to oversee and manage these resources. In a database environment, the pri-
mary resource is the database itself, and the secondary resource is the DBMS and related
software. Administering these resources is the responsibility of the database administra-
tor (DBA). The DBA is responsible for authorizing access to the database, for coordinating
and monitoring its use, and for acquiring software and hardware resources as needed. The
DBA is accountable for problems such as breach of security or poor system response time.
In large organizations, the DBA is assisted by a staff that helps carry out these functions.
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1.4.2 Database Designers

Database designers are responsible for identifying the data to be stored in the database
and for choosing appropriate structures to represent and store this data. These tasks are
mostly undertaken before the database is actually implemented and populated with data.
It is the responsibility of database designers to communicate with all prospective database
users in order to understand their requirements, and to come up with a design that meets
these requirements. In many cases, the designers are on the staff of the DBA and may be
assigned other staff responsibilities after the database design is completed. Database
designers typically interact with cach potential group of users and develop views of the
database that meet the data and processing requirements of these groups. Each view is
then analyzed and integrated with the views of other user groups. The final database design
must be capable of supporting the requirements of all user groups.

1.4.3 End Users

End users are the people whose jobs require access to the database for querying, updating,
and generating reports; the database primarily exists for their use. There are several cate-

gories of end users:

* Casual end users occasionally access the database, but they may need different
information each time. They use a sophisticated database query language to specify
their requests and are typically middle- or high-level managers or other occasional
browsers.

* Naive or parametric end users make up a sizable portion of database end users. Their
main job function revolves around constantly querying and updating the database,
using standard types of queries and updates—called canned transactions—that have
been carefully programmed and tested. The tasks that such users perform are varied:
Bank tellers check account balances and post withdrawals and deposits.

Reservation clerks for airlines, hotels, and car rental companies check availability for
a given request and make reservations.

Clerks at receiving stations for courier mail enter package identifications via bar
codes and descriptive information through buttons to update a central database of
received and in-transit packages.

Sophisticated end users include engineers, scientists, business analysts, and others
who thoroughly familiarize themselves with the facilities of the DBMS so as to imple-
ment their applications to meet their complex requirements.

Stand-alone users maintain personal databases by using ready-made program packages
that provide easy-to-use menu-based or graphics-based interfaces. An example is the
user of a tax package that stores a variety of personal financial data for tax purposes.

A typical DBMS provides multiple facilities to access a database. Naive end users need
to learn very little about the facilities provided by the DBMS; they have to understand
only the user interfaces of the standard transactions designed and implemented for their

13
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use. Casual users learn only a few facilities that they may use repeatedly. Sophisticated
users try to learn most of the DBMS facilities in order to achieve their complex
requirements. Stand-alone users typically become very proficient in using a specific
software package.

1.4.4 System Analysts and Application Programmers
(Software Engineers)

System analysts determine the requirements of end users, especially naive and parametric
end users, and develop specifications for canned transactions that meet these require-
ments. Application programmers implement these specifications as programs; then they
test, debug, document, and maintain these canned transactions. Such analysts and pro-
grammers—commonly referred to as software engineers—should be familiar with the full
range of capabilities provided by the DBMS to accomplish their tasks.

1.5 WORKERS BEHIND THE SCENE

In addition to those who design, use, and administer a database, others are associated with
the design, development, and operation of the DBMS software and system environment.
These persons are typically not interested in the database itself. We call them the “work-
ers behind the scene,” and they include the following categories.

® DBMS system designers and implementers are persons who design and implement
the DBMS modules and interfaces as a software package. A DBMS is a very complex
software system that consists of many components, or modules, including modules
for implementing the catalog, processing query language, processing the interface,
accessing and buffering data, controlling concurrency, and handling data recovery
and security. The DBMS must interface with other system software, such as the operat-
ing system and compilers for various programming languages.

Tool developers include persons who design and implement tools—the software
packages that facilitate database system design and use and that help improve perfor-
mance. Tools are optional packages that are often purchased separately. They include
packages for database design, performance monitoring, natural language or graphical
interfaces, prototyping, simulation, and test data generation. In many cases, indepen-
dent software vendors develop and market these tools.

Operators and maintenance personnel are the system administration personnel who
are responsible for the actual running and maintenance of the hardware and software
environment for the darabase system.

Although these categories of workers behind the scene are instrumental in making
the database system available to end users, they typically do not use the database for their
OWN PUIpOses.
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1.6 ADVANTAGES OF USING THE DBMS
APPROACH

In this section we discuss some of the advantages of using a DBMS and the capabilities that
a good DBMS should possess. These capabilities are in addition to the four main character-
istics discussed in Section 1.3. The DBA must utilize these capabilities to accomplish a
variety of objectives related to the design, administration, and use of a large multiuser
database.

1.6.1 Controlling Redundancy

In traditional software development utilizing file processing, every user group maintains its
own files for handling its data-processing applications. For example, consider the UNIVERSITY
database example of Section 1.2; here, two groups of users might be the course registration
personnel and the accounting office. In the traditional approach, each group independently
keeps files on students. The accounting office also keeps data on registration and related
billing information, whereas the registration office keeps track of student courses and grades.
Much of the data is stored twice: once in the files of each user group. Additional user groups
may further duplicate some or all of the same data in their own files.

This redundancy in storing the same data multiple times leads to several problems.
First, there is the need to perform a single logical update—such as entering data on a new
student—multiple times: once for each file where student data is recorded. This leads to
duplication of effort. Second, storage space is wasted when the same data is stored repeatedly,
and this problem may be serious for large databases. Third, files that represent the same
data may become inconsistent. This may happen because an update is applied to some of
the files but not to others. Even if an update—such as adding a new student—is applied to
all the appropriate files, the data concerning the student may still be inconsistent because
the updates are applied independently by each user group. For example, one user group
may enter a student’s birthdate erroneously as JAN-19-1984, whereas the other user groups
may enter the correct value of JAN-29-1984.

In the database approach, the views of different user groups are integrated during
database design. ldeally, we should have a database design that stores each logical data
item—such as a student’s name or birth date—in only one place in the database. This
ensures consistency, and it saves storage space. However, in practice, it is sometimes
necessary to use controlled redundancy for improving the performance of queries. For
example, we may store StudentName and CourseNumber redundantly in a GRADE_REPORT
file (Figure 1.5a) because whenever we retrieve a GRADE_REPORT record, we want to
retrieve the student name and course number along with the grade, student number,
and section identifier. By placing all the data together, we do not have to search
multiple files to collect this dara. In such cases, the DBMS should have the capability to
control this redundancy so as to prohibit inconsistencies among the files. This may be
done by automatically checking that the StudentName-StudentNumber values in any
GRADE_REPORT record in Figure 1.5a match one of the Name-StudentNumber values of a
STUDENT record (Figure 1.2). Similarly, the Sectionldentifier-CourseNumber values in
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{a) {GRADEWREPORT StudentNumber | StudentName | Sectionidentifier | CourseNumber | Grade
17 Smith 112 MATH2410 B
17 Smith 119 £S1310 C
8 Brown 85 MATH2410 A
8 Brown 92 CS51310 A
8 Brown 102 C83320 B
8 Brown 135 C83380 A

b) §GRAI5£E__REPORT StudentNumber | StudentName | Sectionidentifier | CourseNumber | Grade
17 Brown 12 MATH2410 B

FIGURE 1.5 Redundant storage of StudentName and CourseNumber in crapE_REPORT. (a) Consistent
data. (b) Inconsistent record.

GRADE_REPORT can be checked against SECTION records. Such checks can be specified to
the DBMS during database design and automatically enforced by the DBMS whenever the
GRADE_REPORT file is updated. Figure 1.5b shows a GRADE_REPORT record that is inconsistent
with the STUDENT file of Figure 1.2, which may be entered erroneously if the redundancy
is not controlled.

1.6.2 Restricting Unauthorized Access

When multiple users share a large database, it is likely that most users will not be autho-
rized to access all information in the database. For example, financial data is often consid-
ered confidential, and hence only authorized persons are allowed to access such data. In
addition, some users may be permitted only to retrieve data, whereas others are allowed
both to retrieve and to update. Hence, the type of access operation—retrieval or
update—must also be controlled. Typically, users or user groups are given account num-
bers protected by passwords, which they can use to gain access to the database. A DBMS
should provide a security and authorization subsystem, which the DBA uses to create
accounts and to specify account restrictions. The DBMS should then enforce these restric-
tions automatically. Notice that we can apply similar controls to the DBMS software. For
example, only the DBA’s staff may be allowed to use certain privileged software, such as
the software for creating new accounts. Similarly, parametric users may be allowed to
access the database only through the canned transactions developed for their use.

1.6.3 Providing Persistent Storage for Program Objects

Databases can be used to provide persistent storage for program objects and data struc-
tures. This is one of the main reasons for object-oriented database systems. Programming
languages typically have complex data structures, such as record types in Pascal or class
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definitions in C++ or Java. The values of program variables are discarded once a program
terminates, unless the programmer explicitly stores them in permanent files, which often
involves converting these complex structures into a format suitable for file storage. When
the need arises to read this data once more, the programmer must convert from the file
format to the program variable structure. Object-oriented database systems are compati-
ble with programming languages such as C++ and Java, and the DBMS software automati-
cally performs any necessary conversions. Hence, a complex object in C++ can be stored
permanently in an object-oriented DBMS. Such an object is said to be persistent, since it
survives the termination of program execution and can later be directly retrieved by
another C++ program.

The persistent storage of program objects and data structures is an important
function of database systems. Traditional database systems often suffered from the so-
called impedance mismatch problem, since the data structures provided by the DBMS
were incompatible with the programming language’s data structures. Object-oriented
database systems typically offer data structure compatibility with one or more object-
oriented programming languages.

1.6.4 Providing Storage Structures for Efficient Query
Processing

Darabase systems must provide capabilities for efficiently executing queries and updates.
Because the database is typically stored on disk, the DBMS must provide specialized data
structures to speed up disk search for the desired records. Auxiliary files called indexes are
used for this purpose. Indexes are typically based on tree data structures or hash data struc-
tures, suitably modified for disk search. In order to process the database records needed by a
particular query, those records must be copied from disk to memory. Hence, the DBMS often
has a buffering module that maintains parts of the database in main memory buffers. In
other cases, the DBMS may use the operating system to do the buffering of disk data.

The query processing and optimization module of the DBMS is responsible for
choosing an efficient query execution plan for each query based on the existing storage
structures. The choice of which indexes to create and maintain is part of physical database
design and tuning, which is one of the responsibilities of the DBA staff.

1.6.5 Providing Backup and Recovery

A DBMS must provide facilities for recovering from hardware or software failures. The
backup and recovery subsystem of the DBMS is responsible for recovery. For example, if
the computer system fails in the middle of a complex update transaction, the recovery
subsystem is responsible for making sure that the database is restored to the state it was in
before the transaction started executing. Alternatively, the recovery subsystem could
ensure that the transaction is resumed from the point at which it was interrupted so that
its full effect is recorded in the database.
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1.6.6 Providing Multiple User Interfaces

Because many types of users with varying levels of technical knowledge use a database, a
DBMS should provide a variety of user interfaces. These include query languages for casual
users, programming language interfaces for application programmers, forms and command
codes for parametric users, and menu-driven interfaces and natural language interfaces for
stand-alone users. Both forms-style interfaces and menu-driven interfaces are commonly
known as graphical user interfaces (GUIs). Many specialized languages and environ-
ments exist for specifying GUIs. Capabilities for providing Web GUI interfaces to a data-
base—or Web-enabling a database—are also quite common.

1.6.7 Representing Complex Relationships among Data

A database may include numerous varieties of dara that are interrelated in many ways.
Consider the example shown in Figure 1.2. The record for Brown in the STUDENT file is
related to four records in the GRADE_REPORT file. Similarly, each section record is related to
one course record as well as to a number of GRADE_REPORT records—one for each student
who completed that section. A DBMS must have the capability to represent a variety of
complex relationships among the data as well as to retrieve and update related data easily
and efficienctly.

1.6.8 Enforcing Integrity Constraints

Most database applications have certain integrity constraints that must hold for the data. A
DBMS should provide capabilities for defining and enforcing these constraints. The simplest
type of integrity constraint involves specifying a data type for each data item. For example,
in Figure 1.2, we may specify that the value of the Class data item within each STUDENT
record must be an integer between 1 and 5 and that the value of Name must be a string of
no more than 30 alphabetic characters. A more complex type of constraint that frequently
occurs involves specifying that a record in one file must be related to records in other files.
For example, in Figure 1.2, we can specify that “every section record must be related to a
course record.” Another type of constraint specifies uniqueness on data item values, such as
“every course record must have a unique value for CourseNumber.” These constraints are
derived from the meaning or semantics of the data and of the miniworld it represents. It is
the database designers’ responsibility to identify integrity constraints during database
design. Some constraints can be specified to the DBMS and automatically enforced. Other
constraints may have to be checked by update programs or at the time of data entry.

A data item may be entered erroneously and still satisfy the specified integrity
constraints. For example, if a student receives a grade of A but a grade of C is entered in
the database, the DEMS cannot discover this error automatically, because C is a valid value
for the Grade data type. Such data entry errors can only be discovered manually (when
the student receives the grade and complains) and corrected later by updating the
database. However, a grade of Z can be rejected automatically by the DBMS, because Z is
not a valid value for the Grade data type.
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1.6.9 Permitting Inferencing and Actions Using Rules

Some database systems provide capabilities for defining deduction rules for inferencing new
information from the stored database facts. Such systems are called deductive database
systems. For example, there may be complex rules in the miniworld application for deter-
mining when a student is on probation. These can be specified declaratively as rules,
which when compiled and maintained by the DBMS can determine all students on proba-
tion. In a rraditional DBMS, an explicit procedural program code would have to be written
to support such applications. But if the miniworld rules change, it is generally more con-
venient to change the declared deduction rules than to recode procedural programs. More
powerful functionality is provided by active database systems, which provide active rules
that can automatically initiate actions when certain events and conditions occur.

1.6.10 Additional Implications of Using the Database
Approach

This section discusses some additional implications of using the database approach that
can benefit most organizations. )

Potential for Enforcing Standards. The database approach permits the DBA to
define and enforce standards among database users in a large organization. This facilitates
communication and cooperation among various departments, projects, and users within
the organization. Standards can be defined for names and formats of data elements,
display formats, report structures, terminology, and so on. The DBA can enforce standards
in a centralized database environment more easily than in an environment where each
user group has control of its own files and software.

Reduced Application Development Time. A prime selling feature of the
database approach is that developing a new application—such as the retrieval of certain data
from the database for printing a new report—takes very little time. Designing and
implementing a new database from scratch may take more time than writing a single
specialized file application. However, once a database is up and running, substantially less time
is generally required to create new applications using DBMS facilities. Development time using
a DBMS is estimated to be one-sixth to one-fourth of that for a traditional file system.

Flexibility. It may be necessary to change the structure of a database as requirements
change. For example, a new user group may emerge that needs information not currently
in the database. In response, it may be necessary to add a file to the database or to extend
the data elements in an existing file. Modern DBMSs allow certain types of evolutionary
changes to the structure of the database without affecting the stored data and the existing
application programs.

Availability of Up-to-Date Information. A DBMS makes the database available
to all users. As soon as one user’s update is applied to the database, all other users can
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immediately see this update. This availability of up-to-date information is essential for
many transaction-processing applications, such as reservation systems or banking databases,
and it is made possible by the concurrency control and recovery subsystems of a DBMS.

Economies of Scale. The DBMS approach permits consolidation of data and
applications, thus reducing the amount of wasteful overlap between activities of data-
processing personnel in different projects or departments. This enables the whole
organization to invest in more powetrful processors, storage devices, or communication gear,
rather than having each department purchase its own (weaker) equipment. This reduces
overall costs of operation and management.

1.7 A BRIEF HISTORY OF DATABASE
APPLICATIONS

We now give a brief historical overview of the applications that use DBMSs, and how these
applications provided the impetus for new types of database systems.

v

1.7.1 Early Database Applications Using Hierarchical
and Network Systems

Many early database applications maintained records in large organzations, such as corpo-
rations, universities, hospitals, and banks. In many of these applications, there were large
numbers of records of similar structure. For example, in a university application, similar
information would be kept for each student, each course, each grade record, and so on.
There were also many types of records and many interrelationships among them.

One of the main problems with early database systems was the intermixing of
conceptual relationships with the physical storage and placement of records on disk. For
example, the grade records of a particular student could be physically stored next to the
student record. Although this provided very efficient access for the original queries and
transactions that the database was designed to handle, it did not provide enough
flexibility to access records efficiently when new queries and transactions were identified.
In particular, new queries that required a different storage organization for efficient
processing were quite difficult to implement efficiently. It was also quite difficult to
reorganize the database when changes were made to the requirements of the application.

Another shortcoming of early systems was that they provided only programming
language interfaces. This made it time-consuming and expensive to implement new
queries and transactions, since new programs had to be written, tested, and debugged.
Most of these database systems were implemented on large and expensive mainframe
computers starting in the mid-1960s and through the 1970s and 1980s. The main types of
early systems were based on three main paradigms: hierarchical systems, network model
based systems, and inverted file systems.
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1.7.2 Providing Application Flexibility with Relational
Databases

Relational databases were originally proposed to separate the physical storage of data from
its conceptual representation and to provide a mathematical foundation for databases.
The relational data model also introduced high-level query languages that provided an
alternative to programming language interfaces; hence, it was a lot quicker to write new
queries. Relational representation of data somewhat resembles the example we presented
in Figure 1.2. Relational systems were initially rargeted to the same applications as earlier
systems, but were meant to provide flexibility to quickly develop new queries and to reor-
ganize the database as requirements changed.

Early experimental relational systems developed in the late 1970s and the
commercial RDBMSs (relational database management systems) introduced in the early
1980s were quite slow, since they did not use physical storage pointers or record
placement to access related data records. With the development of new storage and
indexing techniques and better query processing and optimization, their performance
improved. Eventually, relational databases became the dominant type of database systems
for traditional database applications. Relational databases now exist on almost all types of
computers, from small personal computers to large servers.

1.7.3 Object-Oriented Applications and the Need for
More Complex Databases

The emergence of object-oriented programming languages in the 1980s and the need to
store and share complex-structured objects led to the development of object-oriented
databases. Initially, they were considered a competitor to relational databases, since they
provided more general data structures. They also incorporated many of the useful object-
oriented paradigms, such as abstract data types, encapsulation of operations, inheritance,
and object identity. However, the complexity of the model and the lack of an early stan-
dard contributed to their limited use. They are now mainly used in specialized applica-
tions, such as engineering design, multimedia publishing, and manufacturing systems.

1.7.4 Interchanging Data on the
Web for E-Commerce

The World Wide Web provided a large network of interconnected computers. Users
can create documents using a Web publishing language, such as HTML (HyperText
Markup Language), and store these documents on Web servers where other users (cli-
ents) can access them. Documents can be linked together through hyperlinks, which
are pointers to other documents. In the 1990s, electronic commerce (e-commerce)
emerged as a major application on the Web. [t quickly became apparent that parts of
the information on e-commerce Web pages were often dynamically extracted data from
DBMSs. A variety of techniques were developed to allow the interchange of data on the
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Web. Currently, XML (eXtended Markup Language) is considered to be the primary
standard for interchanging data among various types of databases and Web pages. XML
combines concepts from the models used in document systems with database modeling
concepts.

1.7.5 Extending Database Capabilities for New
Applications

The success of database systems in traditional applications encouraged developers of other
types of applications to attempt to use them. Such applications traditionally used their own
specialized file and data structures. The following are examples of these applications:

® Scientific applications that store large amounts of data resulting from scientific
experiments in areas such as high-energy physics or the mapping of the human
genome.

® Storage and retricval of images, from scanned news or personal photographs to satel-
lite photograph images and images from medical procedures such as X-rays or MRI
(magnetic resonance imaging).

Storage and retrieval of videos, such as movies, or video clips from news or personal

digital cameras.

® Data mining applications that analyze large amounts of data searching for the occur-
rences of specific patterns or relationships.

e Spatial applications that store spatial locations of data such as weather information
or maps used in geographical information systems.

® Time series applications that store information such as economic data at regular

points in time, for example, daily sales or monthly gross national producr figures.

[t was quickly apparent that basic relational systems were not very suitable for many of these
applications, usually for one or more of the following reasons:

® More complex data structures were needed for modeling the application than the
simple relational representation.

® New data types were needed in addition to the basic numeric and character string
types.

® New operations and query language constructs were necessary to manipulate the new
data types.

® New storage and indexing structures were needed.

This led DBMS developers to add functionality to their systems. Some functionality
was general purpose, such as incorporating concepts from object-oriented databases into
relational systems. Other functionality was special purpose, in the form of optional
modules that could be used for specific applications. For example, users could buy a time
series module to use with their relational DBMS for their time series application.
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1.8 WHEN NOT TO USE A DBMS

In spite of the advantages of using a DBMS, there are a few situations in which such a sys-
tem may involve unnecessary overhead costs that would not be incurred in traditional file
processing. The overhead costs of using a DBMS are due to the following:

¢ High initial investment in hardware, software, and training

® The generality that a DBMS provides for defining and processing dara

¢ Overhead for providing security, concurrency control, recovery, and integrity
functions

Additional problems may arise if the database designers and DBA do not properly
design the database or if the database systems applications are not implemented properly.
Hence, it may be more desirable to use regular files under the following circumstances:

* The database and applications are simple, well defined, and not expected to change.

* There are stringent real-time requirements for some programs that may not be met
because of DBMS overhead.

® Multiple-user access to data is not required.

1.9 SUMMARY

In this chapter we defined a database as a collection of related data, where data means
recorded facts. A typical database represents some aspect of the real world and is used for
specific purposes by one or more groups of users. A DBMS is a generalized software package
for implementing and maintaining a computerized database. The database and software
together form a database system. We identified several characteristics that distinguish the
database approach from traditional file-processing applications. We then discussed the
main categories of database users, or the “actors on the scene.” We noted that, in addition
to database users, there are several categories of support personnel, or “workers behind the
scene,” in a database environment.

We then presented a list of capabilities that should be provided by the DEMS software
to the DBA, database designers, and users to help them design, administer, and use a
database. Following this, we gave a brief historical perspective on the evolution of
database applications. Finally, we discussed the overhead costs of using a DBMS and
discussed some situations in which it may not be advantageous to use a DBMS.

Review Questions

1.1. Define the following terms: data, database, DBMS, database system, database catalog,
program-data independence, user view, DBA, end user, canned transaction, deductive
database system, persistent object, meta-data, transaction-processing application.

1.2. What three main types of actions involve databases!? Briefly discuss each.
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L.3.

1.6.

Discuss the main characteristics of the database approach and how it differs from

traditional file systems.
What are the responsibilities of the DBA and the database designers?

. What are the different types of database end users? Discuss the main activities of

each.
Discuss the capabilities that should be provided by a DBMS.

Exercises

1.7.
1.8.

1.9.
1.10.

1.1L.

[dentify some informal queries and update operations that you would expect to
apply to the database shown in Figure 1.2.

What is the difference between controlled and uncontrolled redundancy? Illus-
trate with examples.

Name all the relationships among the records of the database shown in Figure 1.2.
Give some additional views that may be needed by other user groups for the data-
base shown in Figure 1.2.

Cite some examples of integrity constraints thar you think should hold on the
database shown in Figure 1.2.

Selected Bibliography

The October 1991 issue of Communications of the ACM and Kim (1995) include several
articles describing next-generation DBMSs; many of the database features discussed in the
former are now commercially available. The March 1976 issue of ACM Computing Surveys
offers an early introduction to database systems and may provide a historical perspective
for the interested reader.



Database System
Concepts and
Architecture

The architecture of DBMS packages has evolved from the early monolithic systems, where
the whole DBMS software package was one tightly integrated system, to the modern DBMS
packages that are modular in design, with a client/server system architecture. This evolu-
tion mirrors the trends in computing, where large centralized mainframe computers are
being replaced by hundreds of distributed workstations and personal computers con-
nected via communications networks to various types of server machines—Web servers,
database servers, file servers, application servers, and so on.

In a basic client/server DBMS architecture, the system functionality is distributed
between two types of modules.! A client module is typically designed so that it will run
on a user workstation or personal computer. Typically, application programs and user
interfaces that access the database run in the client module. Hence, the client module
handles user interaction and provides the user-friendly interfaces such as forms- or menu-
based GUIs (Graphical User Interfaces). The other kind of module, called a server
module, typically handles data storage, access, search, and other functions. We discuss
client/server architectures in more detail in Section 2.5. First, we must study more basic
concepts that will give us a better understanding of modern database architectures.

In this chapter we present the terminology and basic concepts that will be used
throughour the book. We start, in Scction 2.1, by discussing data models and defining the

1. As we shall see in Section 2.5, there are variations on this simple two-tier client/server architecture.
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concepts of schemas and instances, which are fundamental to the study of database systems.
We then discuss the three-schema DBMS architecture and data independence in Section
2.2; this provides a user'’s perspective on what a DBMS is supposed to do. In Section 2.3, we
describe the types of interfaces and languages that are typically provided by a DBMS. Section
2.4 discusses the database system software environment. Section 2.5 gives an overview of
various types of client/server architectures. Finally, Section 2.6 presents a classification of
the types of DBMS packages. Section 2.7 suminarizes the chapter.

The material in Sections 2.4 through 2.6 provides more detailed concepts that may
be looked upon as a supplement to the basic introductory material.

2.1 DATA MODELS, SCHEMAS, AND INSTANCES

One fundamental characteristic of the database approach is that it provides some level of
data abstraction by hiding details of dara storage that are not needed by most database
users. A data model—a collection of concepts that can be used to describe the structure
of a database—provides the necessary means to achieve this abstraction.? By structure of a

database, we mean the data types, relationships, and constraints that should hold for the
data. Most data models also include a set of basic operations for specifying retrievals and
updates on the database.

In addition to the basic operations provided by the data model, it is becoming more
common to include concepts in the data model to specify the dynamic aspect or behavior
of a database application. This allows the database designer to specify a set of valid user-
defined operations that arc allowed on the database objects.’ An example of a user-defined
operation could be compute_cra, which can be applied to a stupent object. On the other hand,
generic operations to insert, delete, modify, or retrieve any kind of object are often included
in the basic data model operations. Concepts to specify behavior are fundamental to object-
oriented data models (see Chapters 20 and 21) but are also being incorporated in more
traditional data models. For example, object-relational models (see Chapter 22) extend the
traditional relational model to include such concepts, among others.

2.1.1 Categories of Data Models

Many dara models have been proposed, which we can categorize according to the types of
concepts they use to describe the database structure. High-level or conceptual data mod-
els provide concepts that are close to the way many users perceive data, whereas low-level
or physical data models provide concepts that describe the details of how data is stored in

2. Sometimes the word model is used to denote a specific database description, or schema—for
example, “the marketing dara model.” We will not use this interpretation.

3. The inclusion of concepts to describe behavior reflects a trend whereby database design and soft-
ware design activities are increasingly being combined into a single activity. Traditionally, specify-
ing behavior is associated with software design.
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the computer. Concepts provided by low-level data models are generally meant for com-
puter specialists, not for typical end users. Berween these two extremes is a class of repre-
sentational (or implementation) data models, which provide concepts that may be
understood by end users but that are not too far removed from the way data is organized
within the computer. Representational data models hide some details of data storage but
can be implemented on a computer system in a direct way.

Conceptual data models use concepts such as entities, attributes, and relationships.
An entity represents a real-world object or concept, such as an employee or a project,
that is described in the database. An attribute represents some property of interest that
further describes an entity, such as the employee’s name or salary. A relationship among
two Or more entities represents an dassociation among two or more entities, for example, a
works-on relationship between an employee and a project. Chapter 3 presents the entity-
relationship model—a popular high-level conceptual data model. Chapter 4 describes
additional conceptual data modeling concepts, such as generalization, specialization, and
categories.

Representational or implementation data models are the models used most frequently
in traditional commercial DBMSs. These include the widely used relational data model, as
well as the so-called legacy data models—the network and hierarchical models—that have
been widely used in the past. Part Il of this book is devoted to the relational data model, its
operations and languages, and some of the techniques for programming relational database
applications.* The SQL standard for relational databases is described in Chapters 8 and 9.
Representational data models represent data by using record structures and hence are
sometimes called record-based data models.

We can regard object data models as a new family of higher-level implementation
dara models that are closer to conceptual dara models. We describe the general
characteristics of object databases and the ODMG proposed standard in Chapters 20 and
21. Object data models are also frequently utilized as high-level conceptual models,
particularly in the software engineering domain.

Physical data models describe how data is stored as files in the computer by
representing information such as record formats, record orderings, and access paths. An
access path is a structure that makes the search for particular database records efficient.
We discuss physical storage techniques and access structures in Chapters 13 and 14.

2.1.2 Schemas, Instances, and Database State

In any data model, it is important to distinguish between the description of the database
and the database itself. The description of a database is called the database schema, which
is specified during database design and is not expected to change frequently.” Most data

4. A summary of the network and hierarchical data models is included in Appendices E and E The
full chapters from the second edition of this book are accessible from the Web sire.

5. Schema changes are usually needed as the requirements of the database applications change.
Newer database systems include operations for allowing schema changes, although the schema
change process is more involved than simple database updates.
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models have certain conventions for displaying schemas as diagrams.® A displayed
schema is called a schema diagram. Figure 2.1 shows a schema diagram for the database
shown in Figure 1.2; the diagram displays the structure of each record type but not the
actual instances of records. We call each object in the schema—such as sTupent or
couRse—a schema construct.

A schema diagram displays only some aspects of a schema, such as the names of record
types and data items, and some types of constraints. Other aspects are not specified in the
schema diagram; for example, Figure 2.1 shows neither the data type of each data item nor
the relationships among the various files. Many types of constraints are not represented in
schema diagrams. A constraint such as “students majoring in computer science must take
CS1310 before the end of their sophomore year” is quite difficult to represent.

The actual data in a database may change quite frequently. For example, the database
shown in Figure 1.2 changes every time we add a student or enter a new grade for a
student. The data in the database at a particular moment in time is called a database state
or snapshot. It is also called the current set of occurrences or instances in the database. In
a given database state, each schema construct has its own current set of instances; for
example, the sTupenT construct will contain the set of individual student entities (records)
as its instances. Many database states can be constructed to correspond to a particular
database schema. Every time we insert or delete a record or change the value of a data
item in a record, we change one state of the database into another state.

The distinction between database schema and database state is very important.
When we define a new database, we specify its database schema only to the DBMS. At this

STUDENT

‘ Name EtudentNumberLClassi Major T

COURSE

QourseName lCourseNumberI CreditHours I Depanment_[
PREREQUISITE

I CourseNumber ’ PrerequisiteNumber |

SECTION
| Sectionldentifier | CourseNumber | Semester | Year | Instructor _’

GRADE_REPORT
LStudentNumber LSectionldentifierL Grade |

FIGURE 2.1 Schema diagram for the database in Figure 1.2.

6. Ir is customary in database parlance to use schemas as the plural for schema, even though schemata
is the proper plural form. The word scheme is sometimes used for a schema.
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point, the corresponding database state is the empty state with no data. We get the initial
state of the database when the database is first populated or loaded with the initial data.
From then on, every time an update operation is applied to the database, we get another
database state. At any point in time, the database has a current state.” The DBMS is partly
responsible for ensuring that every state of the database is a valid state—that is, a state
that satisfies the structure and constraints specified in the schema. Hence, specifying a
correct schema to the DBMS is extremely important, and the schema must be designed
with the utmost care. The DBMS stores the descriptions of the schema constructs and
constraints—also called the meta-data—in the DBMS cartalog so that DBMS software can
refer to the schema whenever it needs to. The schema is sometimes called the intension,
and a darabase state an extension of the schema.

Although, as mentioned earlier, the schema is not supposed to change frequently, it is
not uncommon that changes need to be occasionally applied to the schema as the
application requirements change. For example, we may decide that another data item
needs to be stored for each record in a file, such as adding the DateOfBirth to the stupent
schema in Figure 2.1. This is known as schema evolution. Most modern DBMSs include
some operations for schema evolution that can be applied while the database is
operational.

2.2 THREE-SCHEMA ARCHITECTURE AND
DATA INDEPENDENCE

Three of the four important characteristics of the database approach, listed in Section
13, are (1) insulation of programs and data (program-data and program-operation inde-
pendence), (2) support of multiple user views, and (3) use of a catalog to store the data-
base description (schema). In this section we specify an architecture for darabase systems,
called the three-schema architecture,” that was proposed to help achieve and visualize
these characteristics. We then further discuss the concept of data independence.

2.2.1 The Three-Schema Architecture

The goal of the three-schema architecture, illustrated in Figure 2.2, is to separate the user
applications and the physical database. In this architecture, schemas can be defined at the
following three levels:

L. The internal level has an internal schema, which describes the physical storage
structure of the database. The internal schema uses a physical data model and
describes the complete details of data storage and access paths for the database.

7. The current state is also called the current snapshot of the database.

8. This is also known as the ANSI/SPARC architecture, after the committee that proposed it
(Tsichritzis and Klug 1978).
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FIGURE 2.2 The three-schema architecture.

2. The conceptual level has a conceptual schema, which describes the structure of

the whole database for a community of users. The conceptual schema hides the
dertails of physical storage structures and concentrates on describing entities, data
types, relationships, user operations, and constraints. Usually, a representational
data model is used to describe the conceptual schema when a database system is
implemented. This implementation conceptual schema is often based on a conceptual
schema design in a high-level data model.

. The external or view level includes a number of external schemas or user views.

Each external schema describes the part of the database that a particular user
group is interested in and hides the rest of the database from that user group. As
in the previous case, each external schema is typically implemented using a repre-
sentational data model, possibly based on an external schema design in a high-
level data model.

The three-schema architecture is a convenient tool with which the user can visualize
the schema levels in a database system. Most DBMSs do not separate the three levels
completely, but support the three-schema architecture to some extent. Some DBMSs may
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include physical-level details in the conceptual schema. In most DBMSs that support user
views, external schemas are specified in the same data model that describes the
conceptual-level information. Some DBMSs allow different data models to be used at the
conceptual and external levels.

Notice that the three schemas are only descriptions of data; the only data that actually
exists is at the physical level. In a DBMS based on the three-schema architecture, each
user group refers only to its own external schema. Hence, the DBMS must transform a
request specified on an external schema into a request against the conceptual schema, and
then into a request on the internal schema for processing over the stored database. If the
request is a database retrieval, the data extracted from the stored database must be
reformarted to match the user’s external view. The processes of transforming requests and
results between levels are called mappings. These mappings may be time-consuming, so
some DBMSs—especially those that are meant to support small databases—do not support
external views. Even in such systems, however, a certain amount of mapping is necessary
to transform requests between the conceptual and internal levels.

2.2.2 Data Independence

The three-schema architecture can be used to further explain the concept of data inde-
pendence, which can be defined as the capacity to change the schema at one level of a
database system without having to change the schema at the next higher level. We can
define two types of data independence:

1. Logical data independence is the capacity to change the conceptual schema with-
out having to change external schemas or application programs. We may change
the conceptual schema to expand the database {(by adding a record type or data
item), to change constraints, or to reduce the database (by removing a record type
or data item). In the last case, external schemas that refer only to the remaining
data should not be affected. For example, the external schema of Figure 1.4a
should not be affected by changing the crape_rerorT file shown in Figure 1.2 into
the one shown in Figure 1.5a. Only the view definition and the mappings need be
changed in a DBMS that supports logical data independence. After the conceptual
schema undergoes a logical reorganization, application programs that reference
the external schema constructs must work as before. Changes to constraints can
be applied to the conceptual schema without affecting the external schemas or
application programs.

2. Physical data independence is the capacity to change the internal schema with-
out having to change the conceptual schema. Hence, the external schemas need
not be changed as well. Changes to the internal schema may be needed because
some physical files had to be reorganized—for example, by creating additional
access structures—to improve the performance of retrieval or update. If the same
data as before remains in the database, we should not have to change the concep-
tual schema. For example, providing an access path to improve retrieval speed of
section records (Figure 1.2) by Semester and Year should not require a query such
as “list all sections offered in fall 1998” to be changed, although the query would
be executed more efficiently by the DBMS by utilizing the new access path.
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Whenever we have a multiple-level DBMS, its catalog must be expanded to include
information on how to map requests and data among the various levels. The DBMS uses
additional software to accomplish these mappings by referring to the mapping
information in the catalog. Data independence occurs because when the schema is
changed at some level, the schema at the next higher level remains unchanged; only the
mapping between the two levels is changed. Hence, application programs referring to the
higher-level schema need not be changed.

The three-schema architecture can make it easier to achieve true data independence,
both physical and logical. However, the two levels of mappings create an overhead during
compilation or execution of a query or program, leading to inefficiencies in the DBMS.
Because of this, few DBMSs have implemented the full three-schema architecture.

2.3 DATABASE LANGUAGES AND INTERFACES

In Section 1.4 we discussed the variety of users supported by a DBMS. The DBMS must pro-
vide appropriate languages and interfaces for each category of users. In this section we dis-
cuss the types of languages and inrerfaces provided by a DBMS and the user categories
targeted by each interface.

2.3.1 DBMS Languages

Once the design of a database is completed and a DBMS is chosen to implement the data-
base, the first order of the day is to specify conceptual and internal schemas for the data-
base and any mappings between the two. In many DBMSs where no strict separation of
levels is maintained, one language, called the data definition language (DDL), is used by
the DBA and by database designers to define both schemas. The DBMS will have a DDL
compiler whose function is ro process DDL starements in order to identify descriprions of
the schema constructs and to store the schema description in the DBMS caralog.

In DBMSs where a clear separation is maintained between the conceptual and
internal levels, the DDL is used to specify the conceptual schema only. Another language,
the storage definition language (SDL), is used to specify the internal schema. The
mappings between the two schemas may be specified in either one of these languages. For
a true three-schema architecture, we would need a third language, the view definition
language (VDL), to specify user views and their mappings to the conceptual schema, but
in most DBMSs the DDL is used to define both conceptual and external schemas.

Once the database schemas are compiled and the database is populated with data,
users must have some means to manipulate the database. Typical manipulations include
retrieval, insertion, deletion, and modification of the data. The DBMS provides a set of
operations or a language called the data manipulation language (DML) for these purposes.

In current DBMSs, the preceding types of languages are usually not considered distinct
languages; rather, a comprehensive integrated language is used that includes constructs for
conceptual schema definition, view definition, and data manipulation. Storage definition
is typically kept separate, since it is used for defining physical storage structures to fine-



2.3 Database Languages and Interfaces

tune the performance of the database system, which is usually done by the DBA staff. A
typical example of a comprehensive database language is the SQL relational database
language (see Chapters 8 and 9), which represents a combination of DDL, VDL, and DML,
as well as statements for constraint specification, schema evolution, and other features.
The SDL was a component in early versions of SQL but has been removed from the
language to keep it at the conceptual and external levels only.

There are two main types of DMLs. A high-level or nonprocedural DML can be used
on its own to specify complex database operations in a concise manner. Many DBMSs
allow high-level DML statements either to be entered interactively from a display monitor
or terminal or to be embedded in a general-purpose programming language. In the latter
case, DML statements must be identified within the program so that they can be extracted
by a precompiler and processed by the DBMS. A low-level or procedural DML must be
embedded in a general-purpose programming language. This type of DML typically
retrieves individual records or objects from the database and processes each separately.
Hence, it needs to use programming language constructs, such as looping, o retrieve and
process each record from a set of records. Low-level DMLs are also called record-at-a-time
DMLs because of this property. High-level DMLs, such as SQL, can specify and retrieve
many records in a single DML statement and are hence called set-at-a-time or set-oriented
DMLs. A query in a high-level DML often specifies which data to retrieve rather than how to
retrieve it; hence, such languages are also called declarative.

Whenever DML commands, whether high level or low level, are embedded in a
general-purpose programming language, that language is called the host language and the
DML is called the data sublanguage.” On the other hand, a high-level DML used in a
stand-alone interactive manner is called a query language. [n general, both retrieval and
update commands of a high-level DML may be used interactively and are hence
considered part of the query language. '’

Casual end users typically use a high-level query language to specify their requests,
whereas programmers use the DML in its embedded form. For naive and parametric users,
there usually are user-friendly interfaces for interacting with the database; these can also
be used by casual users or others who do not want to learn the details of a high-level query
language. We discuss these types of interfaces next.

2.3.2 DBMS Interfaces

User-friendly interfaces provided by a DBMS may include the following.

Menu-Based Interfaces for Web Clients or Browsing. These interfaces present
the user with lists of options, called menus, that lead the user through the formulation of

9. In object databases, the host and data sublanguages typically form one integrated language—for
example, C++ with some extensions to support database functionality. Some relational systems also
provide integrated languages—for example, Oracle’s PL/SQL.

10. According to the meaning of the word query in English, it should really be used to describe only
retrievals, not updates.
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a request. Menus do away with the need to memorize the specific commands and syntax of
a query language; rather, the query is composed step by step by picking options from a
menu that is displayed by the system. Pull-down menus are a very popular technique in
Web-based user interfaces. They are also often used in browsing interfaces, which allow
a user to look through the contents of a database in an exploratory and unstructured
manner.

Forms-Based Interfaces. A forms-based interface displays a form to each user.
Users can fill out all of the form entries to insert new data, or they fill out only certain
entries, in which case the DBMS will retrieve matching data for the remaining entries.
Forms are usually designed and programmed for naive users as interfaces to canned
transactions. Many DBMSs have forms specification languages, which are special
languages that help programmers specify such forms. Some systems have utilities that
define a form by letting the end user interactively construct a sample form on the
screen.

Graphical User Interfaces. A graphical interface (GUI) typically displays a schema
to the user in diagrammatic form. The user can then specify a query by manipulating the
diagram. In many cases, GUIs utilize both menus and forms. Most GUIs use a pointing
device, such as a mouse, to pick certain parts of the displayed schema diagram.

Natural Language Interfaces. These interfaces accept requests written in English
or some other language and attempt to “understand” them. A natural language interface
usually has its own “schema,” which is similar to the database conceptual schema, as well
as a dictionary of important words. The natural language interface refers to the words in
its schema, as well as to the set of standard words in its dictionary, to interpret the request.
If the interpretation is successful, the interface generates a high-level query corresponding
to the natural language request and submits it to the DBMS for processing; otherwise, a
dialogue is started with the user to clarify the request.

Interfaces for Parametric Users. Parametric users, such as bank tellers, often
have a small set of operations that they must perform repeatedly. Systems analysts and
programmers design and implement a special interface for each known class of naive
users. Usually, a small set of abbreviated commands is included, with the goal of
minimizing the number of keystrokes required for each request. For example, function
keys in a terminal can be programmed to initiate the various commands. This allows the
parametric user to proceed with a minimal number of keystrokes.

Interfaces for the DBA. Most database systems contain privileged commands that
can be used only by the DBA’s staff. These include commands for creating accounts,
setting system parameters, granting account authorization, changing a schema, and
reorganizing the storage structures of a database.
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2.4 THE DATABASE SYSTEM ENVIRONMENT

A DBMS is a complex software system. In this section we discuss the types of software com-
ponents that constitute a DBMS and the types of computer system software with which the
DBMS interacts.

2.4.1 pBMS Component Modules

Figure 2.3 illustrates, in a simplified form, the typical DBMS components. The database
and the DBMS catalog are usually stored on disk. Access to the disk is controlled primarily
by the operating system (0S), which schedules disk input/output. A higher-level stored
data manager module of the DBMS controls access to DBMS information that is stored on
disk, whether it is part of the database or the catalog. The dotted lines and circles marked

Application
programmers

APPLICATION
PROGRAMS

Casual
users

INTERACTIVE
QUERY

DBA staff

( DDL PRIVILEGED
STATEMENTS COMMANDS

Host Language
Compiler

NTS

Parametric
users

5 oML COMPILED | !
| uery (CANNED) |
Compiler STATEME TRANSACTIONS

r ] E
System
DDL I 4
Compiler ® C%t:lgg/

Dictionary

execution

Y

0 Run-time
| L, Database
—

Processor

D Concurrency Control/
Data  p-=-----mmom R\ Backup/Recovery Subsystems
Manager
—_—
STORED DATABASE

FIGURE 2.3 Component modules of a DBMS and their interactions.
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A, B, C, D, and E in Figure 2.3 illustrate accesses that are under the control of this stored
data manager. The stored data manager may use basic OS services for carrying out low-
level data transfer between the disk and computer main storage, but it controls other
aspects of data transfer, such as handling buffers in main memory. Once the data is in
main memory buffers, it can be processed by other DBMS modules, as well as by applica-
tion programs. Some DBMSs have their own buffer manager module, while others use the
0s for handling the buffering of disk pages.

The DDL compiler processes schema definitions, specified in the DDL, and stores
descriptions of the schemas (meta-data) in the DBMS catalog. The catalog includes
information such as the names and sizes of files, names and data types of data items,
storage details of each file, mapping information among schemas, and constraints, in
addition to many other types of information that are needed by the DBMS modules. DBMS
software modules then look up the catalog information as needed.

The runtime database processor handles database accesses at runtime; it receives
retrieval or update operations and carries them out on the database. Access to disk goes
through the stored data manager, and the buffer manager keeps track of the database
pages in memory. The query compiler handles high-level queries that are entered
interactively. It parses, analyzes, and compiles or interprets a query by creating database
access code, and then generates calls to the runtime processor for executing the code.

The precompiler extracts DML commands from an application program written in a
host programming language. These commands are sent to the DML compiler for
compilation into object code for database access. The rest of the program is sent to the
host language compiler. The object codes for the DML commands and the rest of the
program are linked, forming a canned transaction whose executable code includes calls to
the runtime database processor.

It is now common to have the client program that accesses the DBMS running on a
separate computer from the computer on which the database resides. The former is called
the client computer, and the latter is called the database server. In some cases, the client
accesses a middle computer, called the application server, which in turn accesses the
database server. We elaborate on this topic in Section 2.5.

Figure 2.3 is not meant to describe a specific DBMS; rather, it illustrates typical DBMS
modules. The DBMS interacts with the operating system when disk accesses—to the database
or to the catalog—are needed. If the computer system is shared by many users, the OS will
schedule DBMS disk access requests and DBMS processing along with other processes. On the
other hand, if the computer system is mainly dedicated to running the database server, the
DBMS will control main memory buffering of disk pages. The DBMS also interfaces with
compilers for general-purpose host programming languages, and with application servers and
client programs running on separate machines through the system network interface.

2.4.2 Database System Ultilities

In addition to possessing the software modules just described, most DBMSs have database
utilities that help the DBA in managing the database system. Common utilities have the
following types of functions:
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* Loading: A loading utility is used to load existing data files—such as text files or
sequential files—into the database. Usually, the current (source) format of the data
file and the desired (rarget) database file structure are specified to the utility, which
then automatically reformats the data and stores it in the database. With the prolifer-
ation of DBMSs, transferring data from one DBMS to another is becoming common in
many organizations. Some vendors are offering products that generate the appropri-
ate loading programs, given the existing source and target database storage descrip-
tions (internal schemas). Such tools are also called conversion tools.

Backup: A backup utility creates a backup copy of the database, usually by dumping
the entire database onto tape. The backup copy can be used to restore the database in
case of catastrophic failure. Incremental backups are also often used, where only
changes since the previous backup are recorded. Incremental backup is more com-
plex but saves space.

File reorganization: This utility can be used to reorganize a database file into a differ-
ent file organization to improve performance.

Performance monitoring: Such a utility monitors database usage and provides statistics
to the DBA. The DBA uses the statistics in making decisions such as whether or not to
reorganize files to improve performance.

Other utilities may be available for sorting files, handling data compression,
monitoring access by users, interfacing with the network, and performing other functions.

2.4.3 Tools, Application Environments,
and Communications Facilities

Other tools are often available to database designers, users, and DBAs. CASE tools!! are
used in the design phase of database systems. Another tool that can be quite useful in
large organizations is an expanded data dictionary (or data repository) system. In addi-
tion to storing catalog information about schemas and constraints, the data dictionary
stores other information, such as design decisions, usage standards, application program
descriptions, and user information. Such a system is also called an information reposi-
tory. This information can be accessed directly by users or the DBA when needed. A data
dictionary utility is similar to the DBMS catalog, but it includes a wider variety of informa-
tion and is accessed mainly by users rather than by the DBMS softwarc.

Application development environments, such as the PowerBuilder (Sybase) or
JBuilder (Borland) system, are becoming quite popular. These systems provide an
environiment for developing database applications and include facilities that help in
many facets of database systems, including database design, GUI development, querying
and updating, and application program development.

11. Although CASE stands for computer-aided software engineering, many CASE tools are used pri-
marily for database design.
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The DBMS also needs to interface with communications software, whose function is
to allow users at locations remote from the database system site to access the database
through computer terminals, workstations, or their local personal computers. These are
connected to the database site through data communications hardware such as phone
lines, long-haul networks, local area networks, or satellite communication devices. Many
commercial database systems have communication packages that work with the DBMS.
The integrated DBMS and data communications system is called a DB/DC system. In
addition, some distributed DBMSs are physically distributed over multiple machines. In
this case, communications networks are needed to connect the machines. These are often
local area networks (LANs), but they can also be other types of networks.

2.5 CENTRALIZED AND CLIENT/SERVER
ARCHITECTURES FOR DBMSS

2.5.1 Centralized pDBMSs Architecture

Architectures for DBMSs have followed trends similar to those for general computer sys-
tem architectures. Earlier architectures used mainframe computers to provide the main
processing for all functions of the system, including user application programs and user
interface programs, as well as all the DBMS functionality. The reason was that most users
accessed such systems via computer terminals that did not have processing power and
only provided display capabilitics. So, all processing was performed remotely on the com-
puter system, and only display information and controls were sent from the computer to
the display terminals, which were connected to the central computer via various types of
commmunications networks.

As prices of hardware declined, most users replaced their terminals with personal
computers (PCs) and workstations. At first, database systems used these computers in the
same way as they had used display terminals, so that the DBMS itself was still a centralized
DBMS in which all the DBMS functionality, application program execution, and user
interface processing were carried out on one machine. Figure 2.4 illustrates the physical
components in a centralized architecture. Gradually, DBMS systems started to exploit the
available processing power at the user side, which led to client/server DBMS architectures.

2.5.2 Basic Client/Server Architectures

We first discuss client/server architecture in general, then see how it is applied to DBMSs.
The client/server architecture was developed to deal with computing environments in
which a large number of PCs, workstations, file servers, printers, database servers, Web
servers, and other equipment are connected via a network. The idea is to define special-
ized servers with specific functionalities. For example, it is possible to connect a number
of PCs or small workstations as clients to a file server that maintains the files of the client
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FIGURE 2.4 A physical centralized architecture.

machines. Another machine could be designated as a printer server by being connected
to various printers; thereafter, all print requests by the clients are forwarded to this
machine. Web servers or e-mail servers also fall into the specialized server category. In
this way, the resources provided by specialized servers can be accessed by many client
machines. The client machines provide the user with the appropriate interfaces to utilize
these servers, as well as with local processing power to run local applications. This con-
cept can be carried over to software, with specialized software—such as a DBMS or a
CAD (computer-aided design) package—being stored on specific server machines and
being made accessible to multiple clients. Figure 2.5 illustrates client/server architecture
at the logical level, and Figure 2.6 is a simplificd diagram that shows how the physical
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FIGURE 2.5 Logical two-tier client/server architecture.
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architecture would look. Some machines would be only client sites (for example, diskless
workstations or workstations/PCs with disks that have only client software installed).
Other machines would be dedicated servers. Still other machines would have both client
and server functionality.

The concept of client/server architecture assumes an underlying framework that
consists of many PCs and workstations as well as a smaller number of mainframe machines,
connected via local area networks and other types of computer networks. A client in this
framework is typically a user machine that provides user interface capabilities and local
processing. When a client requires access to additional functionality—such as database
access—that does not exist at that machine, it connects to a server that provides the needed
functionality. A server is a machine that can provide services to the client machines, such
as file access, printing, archiving, or database access. In the general case, some machines
install only client software, others only server software, and still others may include both
client and server software, as illustrared in Figure 2.6. However, it is more common that
client and server software usually run on separate machines. Two main types of basic DBMS
architectures were created on this underlying client/server framework: two-tier and three-
tier.'? We discuss those next.

Client
Diskless client with disk Server Server and client

Site 1 Site 2 Site 3 Site n

Communication
Network

FIGURE 2.6 Physical two-tier client-server architecture.

12. There are many other variations of client/server architectures. We only discuss the two most
basic ones here. In Chapter 25, we discuss additional client/server and distributed architectures.
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2.5.3 Two-Tier Client/Server Architectures for DBMSs

The client/server architecture is increasingly being incorporated into commercial DBMS
packages. In relational DBMSs (RDBMSs), many of which started as centralized systems, the
systemn components that were first moved to the client side were the user interface and
application programs. Because SQL (see Chapters 8 and 9) provided a standard language
for RDBMSs, this created a logical dividing point between client and server. Hence, the
query and transaction functionality remained on the server side. In such an architecture,
the server is often called a query server or transaction server, because it provides these
two functionalities. In RDBMSs, the server is also often called an SQL server, since most
RDBMS servers are based on the SQL language and standard.

In such a client/server architecture, the user interface programs and application
programs can run on the client side. When DBMS access is required, the program
establishes a connection to the DBMS (which is on the server side); once the connection
is created, the client program can communicatre with the DBMS. A standard called Open
Database Connectivity (ODBC) provides an application programming interface (API),
which allows client-side programs to call the DBMS, as long as both client and server
machines have the necessary software installed. Most DBMS vendors provide ODBC drivers
for their systems. Hence, a client program can actually connect to several RDBMSs and
send query and transaction requests using the ODBC API, which are then processed at the
server sites. Any query results are sent back to the client program, which can process or
display the results as needed. A related standard for the Java programming language,
called JDBC, has also been defined. This allows Java client programs to access the DBMS
through a standard interface.

The second approach to client/server architecture was taken by some object-oriented
DBMSs. Because many of these systems were developed in the era of client/server
architecture, the approach taken was to divide the software modules of the DBMS between
client and server in a more integrated way. For example, the server level may include the
part of the DBMS software responsible for handling data storage on disk pages, local
concurrency control and recovery, buffering and caching of disk pages, and other such
functions. Meanwhile, the client level may handle the user interface; data dictionary
functions; DBMS interactions with programming language compilers; global query
optimization, concurrency control, and recovery across multiple servers; structuring of
complex objects from the data in the buffers; and other such functions. In this approach,
the client/server interaction is more tightly coupled and is done internally by the DBMS
rather than by the
users. The exact division of functionality varies from system to system. In such a client/
server architecture, the server has been called a data server, because it provides data in
disk pages to the client. This data can then be structured into objects for the client
programs by the client-side DBMS software itself.

The architectures described here are called two-tier architectures because the
software components are distributed over two systems: client and server. The advantages
of this architecture are its simplicity and scamless compatibility with existing systems.
The emergence of the World Wide Web changed the roles of clients and server, leading
to the three-tier architecture.

modules—some of which reside on the client and some on the server
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2.5.4 Three-Tier Client/Server Architectures for Web
Applications

Many Web applications use an architecture called the three-tier architecture, which
adds an intermediate layer between the client and the database server, as illustrated in
Figure 2.7. This intermediate layer or middle tier is sometimes called the application
server and sometimes the Web server, depending on the application. This server plays an
intermediary role by storing business rules (procedures or constraints) that are used to
access data from the database server. It can also improve database security by checking a
client’s credentials before forwarding a request to the database server. Clients contain GUI
interfaces and some additional application-specific business rules. The intermediate
server accepts requests from the client, processes the request and sends database com-
mands to the database server, and then acts as a conduit for passing (partially) processed
data from the database server to the clients, where it may be processed further and filtered
to be presented to users in GUI format. Thus, the user interface, application rules, and data
access act as the three tiers.

Advances in encryption and decryption technology make it safer to transfer sensitive
data from server to client in encrypted form, where it will be decrypted. The latter can be
done by the hardware or by advanced software. This technology gives higher levels of
data security, but the network security issues remain a major concern. Various
technologies for data compression are also helping in transferring large amounts of data
from servers to clients over wired and wireless networks.
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FIGURE 2.7 Logical three-tier client/server architecture.
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2.6 CLASSIFICATION OF DATABASE
MANAGEMENT SYSTEMS

Several criteria are normally used to classify DBMSs. The first is the data model on which
the DBMS is based. The main data model used in many current commercial DBMSs is the
relational data model. The object data model was implemented in some commercial sys-
tems but has not had widespread use. Many legacy (older) applications still run on data-
base systems based on the hierarchical and network data models. The relational DBMSs
are evolving continuously, and, in particular, have been incorporating many of the con-
cepts that were developed in object databases. This has led to a new class of DBMSs called
object-relational DBMSs. We can hence categorize DBMSs based on the data maodel: rela-
tional, object, object-relational, hierarchical, network, and other.

The second criterion used to classify DBMSs is the number of users supported by the
system. Single-user systems support only one user at a time and are mostly used with
personal computers. Multiuser systems, which include the majority of DBMSs, support
multiple users concurrently.

A third criterion is the number of sites over which the database is distributed. A
DBMS is centralized if the data is stored at a single computer site. A centralized DBMS can
support multiple users, but the DBMS and the database themselves reside totally at a single
computer site. A distributed DBMS (DDBMS) can have the actual database and DBMS
software distributed over many sites, connected by a computer network. Homogeneous
DDPMSs use the same DBMS software at multiple sites. A recent trend is to develop
software to access several autonomous preexisting databases stored under heterogeneous
DBMSs. This leads to a federated DBMS (or multidatabase system), in which the
participating DBMSs are loosely coupled and have a degree of local autonomy. Many
DDBMSs use a client-server architecture.

A fourth criterion is the cost of the DBMS. The majority of DBMS packages cost between
$10,000 and $100,000. Single-user low-end systems that work with microcomputers cost
between $100 and $3000. At the other end of the scale, a few elaborate packages cost more
than $100,000.

We can also classify a DEMS on the basis of the types of access path options for
storing files. One well-known family of DBMSs is based on inverted file structures. Finally,
a DBMS can be general purpose or special purpose. When performance is a primary
consideration, a special-purpose DBMS can be designed and built for a specific application;
such a system cannot be used for other applications without major changes. Many airline
reservations and telephone directory systems developed in the past are special purpose
DBMSs. These fall into the category of online transaction processing (OLTP) systems,
which must support a large number of concurrent transactions without imposing
excessive delays.

Let us briefly elaborate on the main criterion for classifying DBMSs: the data model.
The basic relational data model represents a database as a collection of tables, where each
table can be stored as a separate file. The database in Figure 1.2 is shown in a manner very
similar to a relational representation. Most relational databases use the high-level query
language called SQL and support a limited form of user views. We discuss the relational
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model, its languages and operations, and techniques for programming relational
applications in Chaprers 5 through 9.

The object data model defines a database in terms of objects, their properties, and
their operations. Objects with the same structure and behavior belong to a class, and
classes are organized into hierarchies (or acyclic graphs). The operations of each class are
specified in terms of predefined procedures called methods. Relational DBMSs have been
extending their models to incorporate object database concepts and other capabilities;
these systems are referred to as object-relational or extended relational systems. We
discuss object databases and object-relational systems in Chaprers 20 to 22.

Two older, historically important data models, now known as legacy data models, are
the network and hierarchical models. The network model represents data as record types
and also represents a limited type of 1:N relationship, called a set type. Figure 2.8 shows a
network schema diagram for the database of Figure 1.2, where record types are shown as
rectangles and set types are shown as labeled directed arrows. The network model, also
known as the CODASYL DBTG model,'? has an associated record-at-a-time language that
must be embedded in a host programming language. The hierarchical model represents
data as hierarchical tree structures. Each hierarchy represents a number of related records.
There is no standard language for the hierarchical model, although most hierarchical
DBMSs have record-at-a-time languages. We give a brief overview of the network and
hierarchical models in Appendices E and E'*

The XML (eXtended Markup Language) model, now considered the standard for data
interchange over the Internet, also uses hierarchical tree structures. [t combines database
concepts with concepts from document representation models. Data is represented as
elements, which can be nested to create complex hierarchical structures. This model

STUDENT Jr COURSE

COURSE_OFFERINGS

Y HAS_A

STUDENT_GRADES
SECTIOH

PREREQUISITE

SECTION_GRADES

GRADE_REPORT

FIGURE 2.8 The schema of Figure 2.1 in network model notation

13. CODASYL DBTG stands for Conference on Data Systems Languages Data Base Task Group,
which is the commirtee that specified the network model and its language.

14. The full chaprers on the network and hierarchical models from the second edition of this book
are available over the Internet from the Web site.



2.7 Summary

conceptually resembles the object model, but uses different terminology. We discuss XML
and how it is related to databases in Chapter 26.

2.7 SUMMARY

In this chapter we introduced the main concepts used in database systems. We defined a
data model, and we distinguished three main categories of data models:

¢ High-level or conceptual data models (based on entities and relationships)
¢ Low-level or physical data models

¢ Representational or implementation data models (record-based, object-oriented)

We distinguished the schema, or description of a database, from the database itself.
The schema does not change very often, whereas the database state changes every time
data is inserted, deleted, or modified. We then described the three-schema DBMS
architecture, which allows three schema levels:

* An internal schema describes the physical storage structure of the database.
* A conceptual schema is a high-level description of the whole database.

¢ External schemas describe the views of different user groups.

A DBMS that cleanly separates the three levels must have mappings between the
schemas to transform requests and results from one level to the next. Most DBMSs do not
separate the three levels completely. We used the three-schema architecture to define the
concepts of logical and physical data independence.

We then discussed the main types of languages and interfaces that DBMSs support. A
data definition language (DDL) is used to define the database conceptual schema. In most
DBMSs, the DDL also defines user views and, sometimes, storage structures; in other DBMSs,
separate languages (VDL, SDL) may exist for specifying views and storage structures. The
DBMS compiles all schema definitions and stores their descriptions in the DBMS catalog. A
data manipulation language (DML) is used for specifying database retrievals and updates.
DMLs can be high level (set-oriented, nonprocedural) or low level (record-oriented,
procedural). A high-level DML can be embedded in a host programming language, or it
can be used as a stand-alone language; in the latter case it is often called a query language.

We discussed different types of interfaces provided by DBMSs, and the types of DBMS
users with which each interface is associated. We then discussed the database system
environment, typical DBMS software modules, and DBMS utilities for helping users and the
DBA perform their tasks. We then gave an overview of the two-tier and three-tier
architectures for database applications, which are now very common in most modern
applications, particularly Web database applications.

In the final section, we classified DBMSs according to several criteria: data model,
number of users, number of sites, cost, types of access paths, and generality. The main
classification of DBMSs is based on the data model. We briefly discussed the main data
models used in current commercial DBMSs.
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Review Questions

2.1. Define the following terms: data model, database schema, database state, internal
schema, conceptual schema, external schema, data independence, DDL, DML, SDL,
VDL, query language, host language, data sublanguage, database utility, catalog, client/
server architecture.

2.2. Discuss the main categories of data models.

2.3. What is the difference between a database schema and a database state?

2.4. Describe the three-schema architecture. Why do we need mappings between
schema levels? How do different schema definition languages support this archi-
tecture?

2.5. What is the difference between logical data independence and physical data inde-
pendence?

2.6. What is the difference between procedural and nonprocedural DMLs?

2.7. Discuss the different types of user-friendly interfaces and the types of users who
typically use each.

2.8. With what other computer system software does a DBMS interact?

2.9. What is the difference between the two-tier and three-tier client/server architec-
tures!?

2.10. Discuss some types of darabase utilities and tools and their functions.
Exercises
2.11. Think of different users for the database of Figure 1.2. What types of applications
would each user need? To which user category would each belong, and what type
of interface would each need?
2.12. Choose a database application with which you are familiar. Design a schema and

show a sample database for that application, using the notation of Figures 2.1 and
1.2. What types of additional information and constraints would you like to repre-
sent in the schema? Think of several users for your database, and design a view for
each.
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a discussion of the various database concepts presented here. Tsichritzis and Lochovsky
{1982) is an early textbook on data models. Tsichritzis and Klug (1978) and Jardine (1977)
present the three-schema architecture, which was first suggested in the DBTG CODASYL
report (1971) and later in an American National Standards Institute (ANSI) report (1975).
An in-depth analysis of the relational data model and some of its possible extensions is
given in Codd (1992). The proposed standard for object-oriented databases is described in
Cattell (1997). Many documents describing XML are available on the Web, such as XML
(2003).

Examples of database utilities are the ETI Extract Toolkit (www.eti.com) and the database
administration tool DB Artisan from Embarcadero Technologies (www.embarcadero.com).
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Data Modeling Using

~ Model

Conceptual modeling is a very important phase in designing a successful database appli-
cation. Generally, the term database application refers to a particular database and the
associated programs that implement the database queries and updates. For example, a sank
database application that keeps track of customer accounts would include programs that
implement database updates corresponding to customers making deposits and withdraw-
als. These programs provide user-friendly graphical user interfaces (GUIs) utilizing forms
and menus for the end users of the application—the bank tellers, in this example. Hence,
part of the database application will require the design, implementation, and testing of
these application programs. Traditionally, the design and testing of application programs
has been considered to be more in the rcalm of the software engineering domain than in
the database domain. As database design methodologies include more of the concepts for
specifying operations on database objects, and as software engineering methodologies
specify in more detail the structure of the databases that software programs will use and
access, it is clear that these activities are strongly related. We briefly discuss some of the
concepts for specifying database operations in Chapter 4, and again when we discuss data-
hase design methodology with example applications in Chapter 12 of this book.

In this chapter, we follow the traditional approach of concentrating on the database
structures and constraints during database design. We present the modeling concepts of
the Entity-Relationship (ER) model, which is a popular high-level conceptual data
model. This model and its variations are frequently used for the conceptual design of
database applications, and many darabase design tools employ its concepts. We describe

~ the Entity-Relationship
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the basic data-structuring concepts and constraints of the ER model and discuss their use
in the design of conceptual schemas for database applications. We also present the
diagrammatic notation associated with the ER model, known as ER diagrams.

Object modeling methodologies such as UML (Universal Modeling Language) are
becoming increasingly popular in software design and engineering. These methodologies
go beyond database design to specify detailed design of software modules and their
interactions using various types of diagrams. An important part of these methodologies—
namely, class diagrams'—are similar in many ways to the ER diagrams. In class diagrams,
operations on objects are specified, in addition to specifying the database schema strucrure.
Operations can be used to specify the functional requirements during database design, as
discussed in Section 3.1. We present some of the UML notation and concepts for class
diagrams that are particularly relevant to database design in Section 3.8, and briefly
compare these to ER notation and concepts. Additional UML notation and concepts are
presented in Section 4.6 and in Chapter 12.

This chapter is organized as follows. Section 3.1 discusses the role of high-level
conceptual data models in database design. We introduce the requirements for an example
database application in Section 3.2 to illustrate the use of concepts from the ER model.
This example database is also used in subsequent chaprters. In Section 3.3 we present the
concepts of entities and attributes, and we gradually introduce the diagrammatic technique
for displaying an ER schema. In Section 3.4 we introduce the concepts of binary
relationships and their roles and structural constraints. Section 3.5 introduces weak entity
types. Section 3.6 shows how a schema design is refined to include relationships. Section
3.7 reviews the notation for ER diagrams, summarizes the issues that arise in schema design,
and discusses how to choose the names for database schema constructs. Section 3.8
introduces some UML class diagram concepts, compares them to ER model concepts, and
applies them to the same database example. Section 3.9 summarizes the chapter.

The material in Sections 3.8 may be left out of an introductory course if desired. On
the other hand, if more thorough coverage of data modeling concepts and conceptual
database design is desired, the reader should continue on to the material in Chapter 4 after
concluding Chapter 3. Chapter 4 describes extensions to the ER model that lead to the
Enhanced-ER (EER) model, which includes concepts such as specialization, generalization,
inheritance, and union types (categories). We also introduce some additional UML
concepts and notation in Chapter 4.

3.1 USING HIGH-LEVEL CONCEPTUAL DATA
MODELS FOR DATABASE DESIGN

Figure 3.1 shows a simplified description of the database design process. The first step shown is
requirements collection and analysis. During this step, the database designers interview pro-
spective database users to understand and document their data requirements. The result of this

1. A class is similar to an entity type in many ways.
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FIGURE 3.1 A simplified diagram to illustrate the main phases of database design.
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step is a concisely written set of users’ requirements. These requirements should be specified in as
detailed and complete a form as possible. In parallel with specifying the data requirements, it is
useful to specify the known functional requirements of the application. These consist of the
user-defined operations (or transactions) that will be applied to the database, including both
retrievals and updates. In software design, it is common to use data flow diagrams, sequence dia-
grams, scenarios, and other techniques for specifying functional requirements. We will not discuss
any of these techniques here because they are usually described in detail in sofrware engineering
texts. We give an overview of some of these techniques in Chapter 12.

Once all the requirements have been collected and analyzed, the next step is to
create a conceptual schema for the database, using a high-level conceptual data model.
This step is called conceptual design. The conceptual schema is a concise description of
the data requirements of the users and includes detailed descriptions of the entity types,
relarionships, and constraints; these are expressed using the concepts provided by the
high-level data model. Because these concepts do not include implementation details,
they are usually easier to understand and can be used to communicate with nontechnical
users. The high-level conceptual schema can also be used as a reference to ensure that all
users’ dara requirements are met and that the requirements do not conflict. This approach
enables the database designers to concentrate on specifying the properties of the data,
without being concerned with storage details. Consequently, it is easier for them to come
up with a good conceptual database design.

During or after the conceprual schema design, the basic data model operations can be
used to specify the high-level user operations identified during functional analysis. This
also serves to confirm that the conceptual schema meets all the identified functional
requirements. Modifications to the conceptual schema can be introduced if some
functional requirements cannot be specified using the initial schema.

The next step in database design is the actual implementation of the database, using a
commercial DBMS. Most current commercial DBMSs use an implementation data model—
such as the relational or the object-relational database model—so the conceptual schema
is transformed from the high-level data model into the implementation data model. This
step is called logical design or data model mapping, and its result is a database schema in
the implementation data model of the DBMS.

The last step is the physical design phase, during which the internal storage
structures, indexes, access paths, and file organizations for the database files are specified.
In parallel with these activities, application programs are designed and implemented as
database transactions corresponding to the high-level transaction specifications. We
discuss the database design process in more detail in Chapter 12.

We present only the basic ER model concepts for conceptual schema design in this
chapter. Additional modeling concepts are discussed in Chapter 4, when we introduce
the EER model.

3.2 AN EXAMPLE DATABASE APPLICATION

In this section we describe an example database application, called company, that serves to
illustrate the basic ER model concepts and their use in schema design. We list the data
requirements for the database here, and then create its conceptual schema step by step as
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we introduce the modeling concepts of the ER model. The covpany database keeps track of
a company’s employees, departments, and projects. Suppose that after the requirements
collection and analysis phase, the database designers provided the following description
of the “miniworld”—the part of the company to be represented in the database:

1. The company is organized into departments. Each department has a unique name,
a unique number, and a particular employee who manages the department. We
keep track of the start date when that employee began managing the department.
A department may have several locations.

2. A department controls a number of projects, each of which has a unique name, a
unique number, and a single location.

3. We store each employee’s name, social security number,’ address, salary, sex, and
birth date. An employee is assigned to one department but may work on several
projects, which are not necessarily controlled by the same department. We keep
track of the number of hours per week that an employee works on each project.
We also keep track of the direct supervisor of each employee.

4. We want to keep track of the dependents of each employee for insurance pur-
poses. We keep each dependent’s first name, sex, birth date, and relationship to
the employee.

Figure 3.2 shows how the schema for this database application can be displayed by
means of the graphical notation known as ER diagrams. We describe the step-by-step
process of deriving this schema from the stated requirements—and explain the ER
diagrammatic notation—as we introduce the ER model concepts in the following section.

3.3 ENTITY TYPES, ENTITY SETS,
ATTRIBUTES, AND KEYS

The ER model describes data as entities, relationships, and attributes. In Section 3.3.1 we
introduce the concepts of entities and their attributes. We discuss entity types and key
attributes in Section 3.3.2. Then, in Section 3.3.3, we specify the initial conceptual design
of the entity types for the comeany database. Relationships are described in Section 3.4.

3.3.1 Entities and Attributes

Entities and Their Attributes. The basic object that the ER model represents is an
entity, which is a “thing” in the real world with an independent existence. An entity may
be an object with a physical existence (for example, a particular person, car, house, or

2. The social security number, or SN, is a unique nine-digit identifier assigned to each individual in
the United States to keep track of his or her employment, benefits, and taxes. Other countries may
have similar identification schemes, such as personal identification card numbers.
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cmployee) or it may be an object with a conceptual existence (for example, a company, a
job, or a university course). Each entity has attributes—the particular properties that
describe it. For example, an employee entity may be described by the employee’s name,
age, address, salary, and job. A particular entity will have a value for each of its attributes.
The attribute values that describe each entity become a major part of the data stored in
the database.

Figure 3.3 shows two entities and the values of their attributes. The employee entity
e, has four attributes: Name, Address, Age, and HomePhone; their values are “John
Smith,” “2311 Kirby, Houston, Texas 77001,” “55,” and “713-749-2630,” respectively.
The company entity ¢, has three attributes: Name, Headquarters, and President; their
values are “Sunco Qil,” “Houston,” and “John Smith,” respectively.
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Name = John Smith Name = Sunco Ol

Address = 2311 Kirby,

e Houston, Texas 77001 ¢
! ———  Headquarters = Houston

Age =55

HomePhone = 713-749-2630 President = John Smith

FIGURE 3.3 Two entities, employee e, and company ¢;, and their attributes.

Several types of attributes occur in the ER model: simple versus composite, single-valued
versus multivalued, and stored versus derived. We first define these attribute types and
illustrate their use via examples. We then introduce the concept of a null value for an
attribute.

Composite versus Simple (Atomic) Attributes.  Composite attributes can be
divided into smaller subparts, which represent more basic attributes with independent
meanings. For example, the Address attribute of the employee entity shown in Figure 3.3 can
be subdivided into StreetAddress, City, State, and Zip,” with the values “2311 Kirby,”
“Houston,” “Texas,” and “77001.” Attributes that are not divisible are called simple or atomic
attributes. Composite attributes can form a hierarchy; for example, StreetAddress can be
further subdivided into three simple attributes: Number, Street, and ApartmentNumber, as
shown in Figure 3.4. The value of a composite attribute is the concatenation of the values of
its constituent simple attributes.

Address
StreetAddress City State Zip
Number Street  ApartmentNumber

FIGURE 3.4 A hierarchy of composite attributes.

3. The zip code is the name used in the United States for a 5-digit postal code.
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Composite attributes are useful to model situations in which a user sometimes refers
to the composite attribute as a unit but at other times refers specifically to its components.
If the composite attribute is referenced only as a whole, there is no need to subdivide it
into component attributes. For example, if there is no need to refer to the individual
components of an address (zip code, street, and so on), then the whole address can be
designated as a simple attribute.

Single-Valued versus Multivalued Attributes. Most attributes have a single
value for a particular entity; such attributes are called single-valued. For example, Age is a
single-valued attribute of a person. In some cases an attribute can have a set of values for the
same entity—for example, a Colors attribute for a car, or a CollegeDegrees attribute for a
person. Cars with one color have a single value, whereas two-tone cars have two values for
Colors. Similarly, one person may not have a college degree, another person may have one,
and a third person may have two or more degrees; therefore, different persons can have
different numbers of values for the CollegeDegrees attribute. Such attributes are called
multivalued. A multivalued attribute may have lower and upper bounds to constrain the
number of values allowed for each individual entity. For example, the Colors attriburte of a car
may have between one and three values, if we assume that a car can have at most three colors.

Stored versus Derived Attributes.  In some cases, two (or more) attribute values
are related—for example, the Age and BirthDate attributes of a person. For a particular
person entity, the value of Age can be determined from the current (today’s) date and the
value of that person’s BirthDate. The Age attribute is hence called a derived attribute
and is said to be derivable from the BirthDate attribute, which is called a stored
attribute. Some attribute values can be derived from related entties; for example, an
attribute NumberOfEmployees of a department entity can be derived by counting the
number of employees related to (working for) that department.

Null Values. In some cases a particular entity may not have an applicable value for
an attribute. For example, the ApartmentNumber attribute of an address applies only to
addresses that are in apartment buildings and not to other types of residences, such as
single-family homes. Similarly, a CollegeDegrees attribute applies only to persons with
college degrees. For such situations, a special value called null is created. An address of a
single-family home would have null for its ApartmentNumber attribute, and a person
with no college degree would have null for CollegeDegrees. Null can also be used if we do
not know the value of an attribute for a particular entity—for example, if we do not know
the home phone of “John Smith” in Figure 3.3. The mcaning of the former type of null is
not applicable, whereas the meaning of the latter is unknown. The “unknown” category of
null can be further classificd into two cases. The first case arises when it is known that the
attribute value exists but is missing—for example, if the Height attribute of a person is
listed as null. The second case arises when it is not known whether the attribute value
exists—for example, if the HomePhone attribute of a person is null.

Complex Attributes. Notice that composite and multivalued attributes can be
nested in an arbitrary way. We can represent arbitrary nesting by grouping components of
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{AddressPhone( {Phone(AreaCode,PhoneNumber)},
Address(StreetAddress(Number,Street, ApartmentNumber),
City,State,Zip) ) }

FIGURE 3.5 A complex attribute: AddressPhone.

a composite attribute between parentheses () and separating the components with
commas, and by displaying multivalued attributes between braces {}. Such attributes are
called complex attributes. For example, if a person can have more than one residence
and each residence can have multiple phones, an attribute AddressPhone for a person can
be specified as shown in Figure 3.5.4

3.3.2 Entity Types, Entity Sets, Keys, and Value Sets

Entity Types and Entity Sets. A database usually contains groups of entities that
are similar. For example, a company employing hundreds of employees may want to store
similar information concerning each of the employees. These employee entities share the
same attributes, but each entity has its own value(s) for each attribute. An entity type
defines a collection (or set) of entities that have the same attributes. Each entity type in the
database is described by its name and attributes. Figure 3.6 shows two entity types, named
empLovee and company, and a list of attributes for each. A few individual entities of each type
are also illustrated, along with the values of their attributes. The collection of all entities
of a particular entity type in the database at any point in time is called an entity set; the
entity set is usually referred to using the same name as the entity type. For example,
evpLovee refers to both a type of entity as well as the current set of all employee entities in the
database.

An entity type is represented in ER diagrams’ (see Figure 3.2) as a rectangular box
enclosing the entity type name. Attribute names are enclosed in ovals and are attached to
their entity type by straight lines. Composite attributes are attached to their component
attributes by straight lines. Multivalued attributes are displayed in double ovals.

An entity type describes the schema or intension for a set of entities that share the
same structure. The collection of entities of a particular entity type are grouped into an
entity set, which is also called the extension of the entity type.

Key Attributes of an Entity Type. An important constraint on the entities of an
entity type is the key or uniqueness constraint on attributes. An entity type usually has
an attribute whose values are distinct for each individual entity in the entity set. Such an
attribute is called a key attribute, and its values can be used to identify each entity

4. For those familiar with XML, we should note here that complex attributes are similar to complex
elements in XML (see Chapter 26).

5. We are using a notation for ER diagrams that is close to the original proposed notation (Chen
1976). Unfortunately, many other notations are in use. We illustrate some of the other notations in
Appendix A and later in this chapter when we present UML class diagrams.
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ENTITY TYPE NAME: EMPLOYEE COMPANY
Name, Age, Salary Name, Headquarters, President
(" N 4 )
e o Ci o
(John Smith, 55, 80k) (Sunco Oil, Houston, John Smith)
€2 o C2 o
ENTITY SET: (Fred Brown, 40, 30K) (Fast Computer, Dallas, Bob King)
(EXTENSION)
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(Judy Clark, 25, 20K) .
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FIGURE 3.6 Two entity types, empLovee and covpany, and some member entities of each.

uniquely. For example, the Name attribute is a key of the covpany entity type in Figure 3.6,
because no two companies are allowed to have the same name. For the person entity type,
a typical key attribute is SocialSecurityNumber. Sometimes, several attributes together
form a key, meaning that the combination of the attribute values must be distinct for each
entity. If a set of attributes possesses this property, the proper way to represent this in the
ER model that we describe here is to define a composite attribute and designate it as a key
attribute of the entity type. Notice that such a composite key must be minimal; that is, all
component attributes must be included in the composite attribute to have the uniqueness
property.® In ER diagrammatic notation, each key attribute has its name underlined inside

the oval, as illustrated in Figure 3.2.

Specifying that an attribute is a key of an entity type means that the preceding
uniqueness property must hold for every entity set of the entity type. Hence, it is a
constraint that prohibits any two entities from having the same value for the key attribute
at the same time. [t is not the property of a particular extension; rather, it is a constraint
on all extensions of the entity type. This key constraint (and other constraints we discuss

later) is derived from the constraints of the miniworld that the database represents.

Somne entity types have more than one key attribute. For example, each of the VehiclelD
and Registration attributes of the entity type car (Figure 3.7} is a key in its own right. The
Registration attribute is an example of a composite key formed from two simple component
attributes, RegistrationNumber and State, neither of which is a key on its own. An entity
type may also have no key, in which case it is called a weak entity type (see Section 3.5).

6. Superfluous attributes must not be included in a key; however, a superkey may include superflu-

ous attributes, as explained in Chapter 5.
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CAR
Registration(RegistrationNumber, State), VehiclelD, Make, Model, Year, {Color}

cary e
((ABC 123, TEXAS), TK629, Ford Mustang, convertible, 1998, {red, black})
car, ®
((ABC 123, NEW YORK), WP9872, Nissan Maxima, 4-door, 1999, {blue})
carg e
((VSY 720, TEXAS), TD729, Chrysler LeBaran, 4-door, 1995, {white, blue})

t .

FIGURE 3.7 The car entity type with two key attributes, Registration and VehiclelD.

Value Sets (Domains) of Attributes. Each simple attribute of an entity type is
associated with a value set (or domain of values), which specifies the set of values that
may be assigned to that attribute for each individual entity. In Figure 3.6, if the range of
ages allowed for employees is between 16 and 70, we can specify the value set of the Age
attribute of EMPLOYEE to be the set of integer numbers between 16 and 70. Similarly, we can
specify the value set for the Name attribute as being the set of strings of alphabetic
characters separated by blank characters, and so on. Value sets are not displayed in ER
diagrams. Value sets are typically specified using the basic data types available in most
programming languages, such as integer, string, boolean, float, enumerated type, subrange,
and so on. Additional data types to represent date, time, and other concepts are also
employed.

Mathematically, an attribute A of entity type E whose value set is V can be defined as
a function from E to the power set’ P(V) of V:

A:E—P(V)

We refer to the value of attribute A for entity e as A(e). The previous definition
covers both single-valued and multivalued attributes, as well as nulls. A null value is
represented by the empty set. For single-valued attributes, A(e) is restricted to being a
singleton set for each entity e in E, whereas there is no restriction on multivalued
attributes.® For a composite attribute A, the value set V is the Cartesian product of P(V,),

7. The power set P(V) of a set V is the set of all subsets of V.

8. A singleton set is a set with only one element (value).
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P(V,), ..., P(V,), where V|, V,, . .., V, are the value sets of the simple component
attributes that form A:

V = P(V,) X P(V,) X ... X P(V,)

3.3.3 Initial Conceptual Design of the
COMPANY Database

We can now define the entity types for the covpany database, based on the requirements
described in Section 3.2. After defining several entity types and their artributes here, we
refine our design in Section 3.4 after we introduce the concept of a relationship. Accord-
ing to the requirements listed in Section 3.2, we can identify four entity types—one cor-
responding to each of the four items in the specification (see Figure 3.8):

1. An entity type peparTMENT with attributes Name, Number, Locations, Manager,
and ManagerStartDate. Locations is the only multivalued attribute. We can spec-
ify that both Name and Number are (separate) key attributes, because each was
specified to be unique.

2. An entity type projecT with attributes Name, Number, Location, and Control-
lingDepartment. Both Name and Number are (separate) key attributes.

3. An entity type empLovee with attributes Name, SSN (for social security number),
Sex, Address, Salary, BirthDate, Department, and Supervisor. Both Name and
Address may be composite attributes; however, this was not specified in the
requirements. We must go back to the users to see if any of them will refer to the
individual components of Name—FirstName, Middlelnitial, LastName—or of

Address.

4. An entity type DEPENDENT with attributes Employee, DependentName, Sex, Birth-
Date, and Relationship (to the employee).

DEPARTMENT
Name, Number, {Locations}, Manager, ManagerStartDate

PROJECT
Name, Number, Location, ControllingDepartment

EMPLOYEE
Name (FName, Minit, LName), SSN, Sex, Address, Salary,
BirthDate, Department, Supervisor, {WorksOn (Project, Hours)}

DEPENDENT
Employee, DependentName, Sex, BirthDate, Relationship

FIGURE 3.8 Preliminary design of entity types for the coneany database.
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So far, we have not represented the fact that an employee can work on several
projects, nor have we represented the number of hours per week an employee works on
each project. This characteristic is listed as part of requirement 3 in Section 3.2, and it
can be represented by a multivalued composite attribute of evpLovee called WorksOn with
the simple components (Project, Hours). Altematively, it can be represented as a
multivalued composite attribute of project called Workers with the simple components
(Employee, Hours). We choose the first alternative in Figure 3.8, which shows each of the
entity types just described. The Name attribute of empiovee is shown as a composite
attribute, presumably after consultation with the users.

3.4 RELATIONSHIP TYPES, RELATIONSHIP SETS,
ROLES, AND STRUCTURAL CONSTRAINTS

In Figure 3.8 there are several implicit relationships among the various entity types. In fact,
whenever an attribute of one entity type refers to another entity type, some relationship
exists. For example, the attribute Manager of pepaRTMENT refers to an employee who man-
ages the department; the attribute ControllingDepartment of ProJECT refers to the depart-
ment that controls the project; the attribute Supervisor of empLovee refers to another
employee (the one who supervises this employee); the attribute Department of empLoYEE
refers to the department for which the employee works; and so on. In the ER model, these
references should not be represented as attributes but as relationships, which are dis-
cussed in this section. The company database schema will be refined in Section 3.6 to repre-
sent relationships explicitly. In the initial design of entity types, relationships are typically
captured in the form of attributes. As the design is refined, these attributes get converted
into relationships between entity types.

This section is organized as follows. Section 3.4.1 introduces the concepts of
relationship types, relationship sets, and relationship instances. We then define the
concepts of relationship degree, role names, and recursive relationships in Section 3.4.2,
and discuss structural constraints on relationships—such as cardinality ratios and
existence dependencies—in Section 3.4.3. Section 3.4.4 shows how relationship types
can also have attributes.

3.4.1 Relationship Types, Sets, and Instances

A relationship type R among n entity types E|, E,, . . ., E, defines a set of associations—
or a relationship set—among entities from these entity types. As for the case of entity
types and entity sets, a relationship type and its corresponding relationship set are cus-
tomarily referred to by the same name, R. Mathematically, the relationship set R is a set of
relationship instances 7, where each , associates n individual entities (e, e;, . . ., ¢,), and
each entity e; in 7, is a member of entity type E;, | = j = n. Hence, a relationship type is a
mathematical relation on E|, E,, . . . , E,; alternatively, it can be defined as a subset of the
Cartesian product E; X E, X ... X E_. Each of the entity types E|, E,, . . ., E, is said to
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participate in the relationship type R; similarly, each of the individual entities e, ¢, - - -,
e, is said to participate in the relationship instance 1, = (e, €3, . . ., €,)-

Informally, each relationship instance r; in R is an association of entities, where
the association includes exactly one entity from each participating entity type.
Each such relationship instance r; represents the fact that the entities participating
in 7, are related in some way in the corresponding miniworld situation. For example,
consider a relationship type works_ror between the two entity types empLoveE and
DEPARTMENT, which associates each employee with the department for which the
employee works. Each relationship instance in the relationship set works_ror
associates one employee entity and one department entity. Figure 3.9 illustrates this
example, where each relationship instance , is shown connected to the employee
and department entities that participate in r,. In the miniworld represented by
Figure 3.9, employees ey, €3, and eg work for department dj; e, and e, work for dy;
and e5 and e; work for dj.

In ER diagrams, relationship types are displayed as diamond-shaped boxes, which
are connected by straight lines to the rectangular boxes representing the participat-
ing entity types. The relationship name is displayed in the diamond-shaped box (see
Figure 3.2).

EMPLOYEE WORKS_FOR DEPARTMENT

FIGURE 3.9 Some instances in the works_ror relationship set, which represents a rela-
tionship type works_ror between empLovee and DEPARTMENT.
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3.4.2 Relationship Degree, Role Names,
and Recursive Relationships

Degree of a Relationship Type. The degree of a relationship type is the number
of participating entity types. Hence, the works_For relationship is of degree two. A
relationship type of degree two is called binary, and one of degree three is called ternary.
An example of a ternary relationship is suepLy, shown in Figure 3.10, where each
relationship instance 7, associates three entities—a supplier s, a part p, and a project j—
whenever s supplies part p to project j. Relationships can generally be of any degree, but
the ones most common are binary relationships. Higher-degree relationships are generally
more complex than binary relationships; we characterize them further in Section 4.7.

Relationships as Attributes. It is sometimes convenient to think of a relationship
type in terms of attributes, as we discussed in Section 3.3.3. Consider the works_For
relationship type of Figure 3.9. One can think of an attribute called Department of the
EMPLOYEE entity type whose value for each employee entity is (a reference to) the department
entity that the employee works for. Hence, the value set for this Department attribute is the
set of all DEPARTMENT entities, which is the peparTMENT entity set. This is what we did in Figure
3.8 when we specified the initial design of the entity type empLovee for the company database.
However, when we think of a binary relationship as an attribute, we always have two

SUPPLIER SUPPLY

PROJECT

FIGURE 3.10 Some relationship instances in the suepLy ternary relationship set.
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options. In this example, the alternative is to think of a multivalued attribute Employees of
the entity type pepARTMENT whose values for each department entity is the set of employee
entities who work for that department. The value set of this Employees attribute is the
power set of the empLoYEE entity set. Either of these two attributes—Department of evpLOYEE
or Employees of peparTMENT—can represent the works_rFor relationship type. If both are
represented, they are constrained to be inverses of each other.’

Role Names and Recursive Relationships. Each entity type that participates
in a relationship type plays a particular role in the relationship. The role name signifies
the role that a participating entity from the entity type plays in each relationship
instance, and helps to explain what the relationship means. For example, in the works_ror
relationship type, empLovee plays the role of employee or worker and pepaRTMENT plays the role
of department or employer.

Role names are not technically necessary in relationship types where all the
participating entity types are distinct, since each participating entity type name can be
used as the role name. However, in some cases the same entity type participates more than
once in a relationship type in different roles. In such cases the role name becomes essential
for distinguishing the meaning of each participation. Such relationship types are called
recursive relationships. Figure 3.11 shows an example. The supervision relationship type
relates an employee to a supervisor, where both employee and supervisor entities are
members of the same empLOYEE entity type. Hence, the EMPLOYEE entity type participates twice
in SUPERVISION: once in the role of supervisor (or boss), and once in the role of supervisee (or
subordinate). Each relationship instance r; in supervisIon associates two employee entities ¢;
and ¢}, one of which plays the role of supervisor and the other the role of supervisee. In
Figure 3.11, the lines marked “1” represent the supervisor role, and those marked “2”
represent the supervisee role; hence, ¢ supervises ¢, and e, e, supervises ¢g and ey, and e;
supervises e; and e,.

3.4.3 Constraints on Relationship Types

Relationship types usually have certain constraints that limit the possible combinations
of entities that may participate in the corresponding relationship set. These constraints
are determined from the miniworld situation that the relationships represent. For exam-
ple, in Figure 3.9, if the company has a rule that each employee must work for exactly one
department, then we would like to describe this constraint in the schema. We can distin-
guish two main types of relationship constraints: cardinality ratio and participation.

9. This concept of representing relationship types as attributes is used in a class of data models
called functional data models. In object databases (see Chapter 20), relationships can be repre-
sented by reference attributes, either in one direction or in both directions as inverses. In rela-
tional databases (see Chapter 5), foreign keys are a type of reference attribute used to represent
relationships.
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SUPERVISION
EMPLOYEE

FIGURE 3.11 A recursive relationship supervision between empLovee in the supervisor
role (1) and empLovee in the subordinate role (2).

Cardinality Ratios for Binary Relationships. The cardinality ratio for a binary
relationship specifies the maximum number of relationship instances that an entity can
participate in. For example, in the works_ror binary relationship type, DEPARTMENT : EMPLOYEE
is of cardinality ratio 1:N, meaning that each department can be related to (that is,
employs) any number of employees,'® but an employee can be related to (work for) only
one department. The possible cardinality ratios for binary relationship types are 1:1, 1:N,
N:1, and M:N.

An example of a 1:1 binary relationship is manaces (Figure 3.12), which relates a
department entity to the employee who manages that department. This represents the
miniworld constraints that—at any point in time—an employee can manage only one
department and a department has only one manager. The relationship type works_on
(Figure 3.13) is of cardinality ratio M:N, because the miniworld rule is that an employee
can work on several projects and a project can have several employees.

Cardinality ratios for binary relationships are represented on ER diagrams by
displaying 1, M, and N on the diamonds as shown in Figure 3.2.

10. N stands for any number of related entities (zero or more).
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EMPLOYEE

MANAGES DEPARTMENT

FIGURE 3.12 A 1:1 relationship, manaces.

WORKS_ON
EMPLOYEE

PROJECT

FIGURE 3.13 An M:N relationship, works_on.
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Participation Constraints and Existence Dependencies. The participation con-
straint specifies whether the existence of an entity depends on its being related to another
entity via the relationship type. This constraint specifies the minimum number of relationship
instances that each entity can participate in, and is sometimes called the minimum
cardinality constraint. There are two types of participation constraints—total and partial—
which we illustrate by example. If a company policy states that every employee must work for
a department, then an employee entity can exist only if it participates in at least one works_
ror relationship instance (Figure 3.9). Thus, the participation of EMPLOYEE in WORKS_FOR is
called total participation, meaning that every entity in “the total set” of employee entities
must be related to a department entity via works_ror. Total participation is also called
existence dependency. In Figure 3.12 we do not expect every employee to manage a
department, so the participation of empLovEE in the manaces relationship type is partial,
meaning that some or “part of the set of ” employee entities are related to some department
entity via MANAGES, but not necessarily all. We will refer to the cardinality ratio and
participation constraints, taken together, as the structural constraints of a relationship type.

In ER diagrams, total participation {or existence dependency) is displayed as a double
line connecting the participating entity type to the relationship, whereas partial
participation is represented by a single line (see Figure 3.2).

3.4.4 Attributes of Relationship Types

Relationship types can also have attributes, similar to those of entity types. For example,
to record the number of hours per week that an employee works on a particular project,
we can include an attribute Hours for the works_on relationship type of Figure 3.13.
Another example is to include the date on which a manager started managing a depart-
ment via an attribute StartDate for the manaces relationship type of Figure 3.12.

Notice that attributes of 1:1 or 1:N relationship types can be migrated to one of the
participating entity types. For example, the StartDate attribute for the manaces
relationship can be an attribute of either empLoYEE or DEPARTMENT, although conceptually it
belongs to manaces. This is because manaces is a 1:1 relationship, so every department or
employee entity participates in at most one relationship instance. Hence, the value of the
SuartDate attribute can be determined separately, either by the participating department
entity or by the participating employee (manager) entity.

Fora 1:N relationship type, a relationship attribute can be migrated only to the entity
type on the N-side of the relationship. For example, in Figure 3.9, if the works_ror
relationship also has an attribute StartDate that indicates when an employee started
working for a department, this attribute can be included as an attribute of empLovee. This is
because each employee works for only one department, and hence participates in at most
one relationship instance in works_ror. In both 1:1 and ©I:N relationship types, the
decision as to where a relationship attribute should be placed—as a relationship type
attribute or as an attribute of a participating entity type—is determined subjectively by
the schema designer.

For M:N relationship types, some attributes may be determined by the combination of
participating entities in a relationship instance, not by any single entity. Such attributes
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must be specified as relationship attributes. An example is the Hours attribute of the M:N
relationship works_on (Figure 3.13); the number of hours an employee works on a project is
determined by an employee-project combination and not separately by either entity.

3.5 WEAK ENTITY TYPES

Entity types that do not have key attributes of their own are called weak entity types. In
contrast, regular entity types that do have a key attribute—which include all the exam-
ples we discussed so far—are called strong entity types. Entities belonging to a weak
entity type are identified by being related to specific entities from another entity type in
combination with one of their attribute values. We call this other entity type the identi-
fying or owner entity type,!! and we call the relationship type that relates a weak entity
type to its owner the identifying relationship of the weak entity type.'? A weak entiry
type always has a total participation constraint (existence dependency) with respect to its
identifying relationship, because a weak entity cannot be identified without an owner
entity. However, not every existence dependency results in a weak entity type. For exam-
ple, a DRIVER_LICENSE entity cannot exist unless it is related to a PERSON entity, even though
it has its own key (LicenseNumber) and hence is not a weak entity.

Consider the entity type pEPENDENT, related to empLovee, which is used to keep track of
the dependents of each employee via a 1:N relationship (Figure 3.2). The attributes of
pEPENDENT are Name (the first name of the dependent), BirthDate, Sex, and Relationship
(to the employee). Two dependents of two distinct employees may, by chance, have the
same values for Name, BirthDate, Sex, and Relationship, but they are still distinct
entities. They are identified as distinct entities only after determining the particular
employee entity to which each dependent is related. Each employee entity is said to own
the dependent entities that are related to it.

A weak entity type normally has a partial key, which is the set of attributes that can
uniquely identify weak entities that are related to the same owner entity."® In our example, if
we assume that no two dependents of the same employee ever have the same first name,
the attribute Name of pepenbent is the partial key. In the worst case, a composite attribute
of all the weak entity’s attributes will be the partial key.

In ER diagrams, both a weak entity type and its identifying relationship are
distinguished by surrounding their boxes and diamonds with double lines (see Figure 3.2).
The partial key attribute is underlined with a dashed or dotted line.

Weak entity types can sometimes be represented as complex (composite, multivalued)
attributes. In the preceding example, we could specify a multivalued attribute Dependents
for empLOvEE, which is a composite attribute with component attributes Name, BirthDate,

11. The i&entifyiﬂg entity type is also sometimes called the parent entity type or the dominant
entity type.

12. The weak entity type is also sometimes called the child entity type or the subordinate
entity type.

13. The partial key is sometimes called the discriminator.
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Sex, and Relationship. The choice of which representation to use is made by the database
designer. One criterion that may be used is to choose the weak entity type representation if
there are many attributes. If the weak entity participates independently in relationship
types other than its identifying relationship type, then it should not be modeled as a
complex attribute.

In general, any number of levels of weak entity types can be defined; an owner entity
type may itself be a weak entity type. In addition, a weak entity type may have more than
one identifying entity type and an identifying relationship type of degree higher than two,
as we illustrate in Section 4.7.

3.6 REFINING THE ER DESIGN
FOR THE COMPANY DATABASE

We can now refine the database design of Figure 3.8 by changing the attributes thart repre-
sent relationships into relationship types. The cardinality ratio and participation con-
straint of each relationship type are determined from the requirements listed in Section
3.2. If some cardinality ratio or dependency cannot be determined from the requirements,
the users must be questioned further to determine these structural constraints.

In our example, we specify the following relationship types:

1. manaces, a 1:1 relationship type between empLovEE and DEPARTMENT. EMPLOYEE participation
is partial. DEPARTMENT participation is not clear from the requirements. We question the
users, who say that a department must have a manager at all times, which implies total
participation.'* The attribute StartDate is assigned to this relationship type.

2. works_FoR, a 1:N relationship type between pePARTMENT and empLovEE. Both participa-
tions are total.

3. conroLs, a [:N relationship type between peparTMENT and proiecT. The participation
of pro3ECT is total, whereas that of beparTMENT is determined to be partial, after con-
sultation with the users indicates that some departments may control no projects.

4. supervisioN, a 1:N relationship type between empLovee (in the supervisor role) and
empLOYEE (in the supervisee role). Both participations are determined to be partial,
after the users indicate that not every employee is a supervisor and not every
employee has a supervisor.

5. works_oN, determined to be an M:N relationship type with attribute Hours, after
the users indicate that a project can have several employees working on it. Both
participations are determined to be total.

14. The rules in the miniworld that determine the constraints are sometimes called the business
nules, since they are determined by the “business” or organization that will utilize the database.
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6. pepenDENTS_OF, a 1:N relationship type between empLovee and pepenpent, which is also
the identifying relationship for the weak entity type pepenpent. The participation
of EMPLOYEE is partial, whereas that of DEPENDENT is total.

After specifying the above six relationship types, we remove from the entity types in
Figure 3.8 all attributes that have been refined into relationships. These include Manager
and ManagerStartDate from peparTMENT; ControllingDepartment from proiect; Department,
Supervisor, and WorksOn from empLovee; and Employee from pepenpent. It is important to
have the least possible redundancy when we design the conceptual schema of a database. If
some redundancy is desired at the storage level or at the user view level, it can be
introduced later, as discussed in Section 1.6.1.

3.7 ER DIAGRAMS, NAMING CONVENTIONS,
AND DESIGN ISSUES
3.7.1 Summary of Notation for ER Diagrams

Figures 3.9 through 3.13 illustrate examples of the participation of entity types in rela-
tionship types by displaying their extensions—the individual entity instances and rela-
tionship instances in the entity sets and relationship sets. In ER diagrams the emphasis is
on representing the schemas rather than the instances. This is more useful in database
design because a database schema changes rarely, whereas the contents of the entity sets
change frequently. In addition, the schema is usually easier to display than the extension
of a database, because it is much smaller.

Figure 3.2 displays the company ER database schema as an ER diagram. We now review
the full ER diagram notation. Entity types such as empLOYEE, DEPARTMENT, and PROJECT are
shown in rectangular boxes. Relationship types such as works_For, MANAGES, CONTROLS, and
woRkS_oN are shown in diamond-shaped boxes attached to the participating entity types
with straight lines. Attributes are shown in ovals, and each attribute is attached by a
straight line to its entity type or relationship type. Component attributes of a composite
attribute are attached to the oval representing the composite attribute, as illustrated by
the Name attribute of empLovee. Multivalued attributes are shown in double ovals, as
illustrated by the Locations attribute of peparTMENT. Key attributes have their names
underlined. Derived attributes are shown in dotted ovals, as illustrated by the
NumberOfEmployees attribute of DEPARTMENT.

Weak entity types are distinguished by being placed in double rectangles and by
having their identifying relationship placed in double diamonds, as illustrated by the
DEPENDENT entity type and the pepenpenTs_oF identifying relationship type. The partial key of
the weak entity type is underlined with a dotted line.

In Figure 3.2 the cardinality ratio of each binary relationship type is specified by attaching
a 1, M, or N on each participating edge. The cardinality ratio of DEPARTMENT : EMPLOYEE in MANAGES
is 1:1, whereas it is 1:N for pEPARTMENT: EMPLOYEE in workS_For, and M:N for works_on. The
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participation constraint is specifted by a single line for partial participation and by double lines
for total participation (existence dependency).

In Figure 3.2 we show the role names for the supervision relationship type because the
EMPLOYEE entity type plays both roles in that relationship. Notice that the cardinality is 1:N
from supervisor to supervisee because each employee in the role of supervisee has at most
one direct supervisot, whereas an employee in the role of supervisor can supervise zero or
more employees.

Figure 3.14 summarizes the conventions for ER diagrams.

3.7.2 Proper Naming of Schema Constructs

When designing a database schema, the choice of names for entity types, attributes, rela-
tionship types, and (particularly) roles is not always straightforward. One should choose
names that convey, as much as possible, the meanings attached to the different constructs
in the schema. We choose to use singular names for entity types, rather than plural ones,
because the entity type name applies to each individual entity belonging to that enrity
type. In our ER diagrams, we will use the convention that entity type and relationship
type names are in uppercase letters, attribute names are capitalized, and role names are in
lowercase letters. We have already used this convention in Figure 3.2.

As a general practice, given a narrative description of the database requirements, the
nouns appearing in the narrative tend to give rise to entity type names, and the verbs tend
to indicate names of relationship types. Attribute names generally arise from additional
nouns that describe the nouns corresponding to entity types.

Another naming consideration involves choosing binary relationship names to make
the ER diagram of the schema readable from left to right and from top to bottom. We have
generally followed this guideline in Figure 3.2. To explain this naming convention
further, we have one exception to the convention in Figure 3.2—the bEPENDENTS_oF
relationship type, which reads from bottom to top. When we describe this relationship,
we can say that the DEPENDENT entities (bottom entity type) are pepenpents_or (relationship
name) an EmMpLOYEE (top entity type). To change this to read from top to bottom, we could
rename the relationship type to Has_pepeNDEnTs, which would then read as follows: An
EMPLOYEE entity (top entity type) Has_pEPENDENTS (relationship name) of type DEPENDENT
{(bottom entity type). Notice that this issue arises because each binary relationship can be
described starting from either of the two participating entity types, as discussed in the
beginning of Section 3.4.

3.7.3 Design Choices for ER Conceptual Design

It is occasionally difficult to decide whether a particular concept in the miniworld should
be modeled as an entity type, an attribute, or a relationship type. In this section, we give
some brief guidelines as to which construct should be chosen in particular situations.
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Symbol Meaning

ENTITY

WEAK ENTITY

RELATIONSHIP

IDENTIFYING RELATIONSHIP

ATTRIBUTE

KEY ATTRIBUTE

MULTIVALUED ATTRIBUTE

COMPOSITE ATTRIBUTE

DERIVED ATTRIBUTE

TOTAL PARTICIPATIONOF E;IN R

CARDINALITY RATIO 1: NFOR E:E, INR

(min, max) STRUCTURAL CONSTRAINT (min, max)
E ON PARTICIPATION OF EIN

FIGURE 3.14 Summary of the notation for R diagrams.
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In general, the schema design process should be considered an iterative refinement
process, where an initial design is created and then iteratively refined until the most suitable
design is reached. Some of the refinements that are often used include the following:

* A concept may be first modeled as an attribute and then refined into a relationship
because it is determined that the attribute is a reference to another entity type. It is
often the case that a pair of such attributes that are inverses of one another are
refined into a binary relationship. We discussed this type of refinement in detail in
Section 3.6.

Similarly, an attribute that exists in several entity types may be elevated or promoted
to an independent entity type. For example, suppose that several entity types in a
unIversITY database, such as STUDENT, INSTRUCTOR, and course, each has an attribute
Department in the initial design; the designer may then choose to create an entity
type DEPARTMENT with a single attribute DeptName and relate it to the three entity
types (STUDENT, INSTRUCTOR, and COURSE) via appropriate relationships. Other attributes/
relationships of bEPARTMENT may be discovered later.

An inverse refinement to the previous case may be applied—for example, if an entity
type DEPARTMENT exists in the initial design with a single attribute DeptName and is
related to only one other entity type, sTupenT. In this case, bepARTMENT may be reduced
or demoted to an attribute of sTUDENT.

In Chapter 4, we discuss other refinements concerning specialization/generalization
and relationships of higher degree. Chapter 12 discusses additional top-down and
bottom-up refinements that are common in large-scale conceptual schema design.

3.7.4 Alternative Notations for ER Diagrams

There are many alternative diagrammatic notations for displaying ER diagrams. Appendix
A gives some of the more popular notations. In Section 3.8, we introduce the Universal
Modeling Language (UML) notation for class diagrams, which has been proposed as a
standard for conceptual object modeling.

In this section, we describe one alternative ER notation for specifying structural
constraints on relationships. This notation involves associating a pair of integer numbers
{min, max) with each participation of an entity type E in a relationship type R, where 0 <
min < max and max = 1. The numbers mean that for each entity e in E, e must
participate in at least min and at most max relationship instances in R at any point in time.
In this method, min = 0 implies partial participation, whereas min > O implies total
participation.

Figure 3.15 displays the company database schema using the (min, max) notation.!
Usually, one uses either the cardinality ratiofsingle-line/double-line notation or the (min,

5

15. In some notations, particularly those used in object modeling methodologies such as UML,
the (min, max) is placed on the opposite sides to the ones we have shown. For example, for the
WORKS_FOR relationship in Figure 3.15, the (1,1) would be on the DEPARTMENT side, and the (4,N)
would be on the EMPLOYEE side. Here we used the original notation from Abrial (1974).
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FIGURE 3.15 R diagrams for the company schema, with structural constraints specified using (min,
max) notation.

max) notation. The (min, max) notation is more precise, and we can use it easily to
specify structural constraints for relationship types of any degree. However, it is not
sufficient for specifying some key constraints on higher-degree relationships, as discussed
in Section 4.7.

Figure 3.15 also displays all the role names for the company database schema.

3.8 NOTATION FOR UML CLASS DIAGRAMS

The UML methodology is being used extensively in software design and has many types of
diagrams for various software design purposes. We only briefly present the basics of UML



3.8 Notation for umL Class Diagrams | 75

EMPLOYEE DEPARTMENT Multiplicity Notation in OMT:
4. WORKS_FOR 1.1

Name: NameDom :llam;

ame 1.1 0.1 f—moer —e 0.

Lname ; ig:jnfer?_pc‘:f)f:;ployees O 04
stjgte:Date MANAGES change_manager 0.*
Sex:{M,F} StartDate
Address 1 11
Salary — 1.
age !
change_department | * WORKS_ON CONTROLS LOCATION
change_projects supervisee Hours Name
1. . 11

Dependent Name | | 0_.1

supervisor PROJECT 0.
Name <>——
Number

DEPENDENT add_employes
Sex:{M,F} add_project Aggregation Notation in UML:
BirthDate: Date change_manager
Relationship WHOLE PART

FIGURE 3.16 The company conceptual schema in UML class diagram notation.

class diagrams here, and compare them with ER diagrams. In some ways, class diagrams
can be considered as an alternative notation to ER diagrams. Additional UML notation
and concepts are presented in Section 4.6, and in Chapter 12. Figure 3.16 shows how the
cowpany ER database schema of Figure 3.15 can be displayed using UML class diagram nota-
tion. The entity types in Figure 3.15 are modeled as classes in Figure 3.16. An entity in ER
corresponds to an object in UML.

In UML class diagrams, a class is displayed as a box (see Figure 3.16) that includes
three sections: The top section gives the class name, the middle section includes the
attributes for individual objects of the class; and the last section includes operations that
can be applied to these objects. Operations are not specified in ER diagrams. Consider the
ewpLOYEE class in Figure 3.16. Its attributes are Name, Ssn, Bdate, Sex, Address, and Salary.
The designer can optionally specify the domain of an attribute if desired, by placing a
colon (:) followed by the domain name or description, as illustrated by the Name, Sex,
and Bdate attributes of empLovee in Figure 3.16. A composite attribute is modeled as a
structured domain, as illustrated by the Name attribute of evpLovee. A multivalued
attribute will generally be modeled as a separate class, as illustrated by the Locatton class in
Figure 3.16.

Relationship types are called associations in UML terminology, and relationship
instances are called links. A binary association (binary relationship type) is represented
as a line connecting the participating classes (entity types), and may optionally have a
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name. A relationship attribute, called a link attribute, is placed in a box that is
connected to the association’s line by a dashed line. The (min, max) notation described
in Section 3.7.4 is used to specify relationship constraints, which are called multiplicities
in UML terminology. Multiplicities are specified in the form min..max, and an asterisk (*)
indicates no maximum limit on participation. However, the multiplicities are placed on
the opposite ends of the relationship when compared with the notation discussed in Section
3.7.4 (compare Figures 3.16 and 3.15). In UML, a single asterisk indicates a multiplicity of
0..*, and a single 1 indicates a multiplicity of 1..1. A recursive relationship (see Section
3.4.2) is called a reflexive association in UML, and the role names—like the
multiplicities—are placed at the opposite ends of an association when compared with the
placing of role names in Figure 3.15.

In UML, there are two types of relationships: association and aggregation. Aggregation is
meant to represent a relationship between a whole object and its component parts, and it has
a distinct diagrammatic notation. In Figure 3.16, we modeled the locations of a department
and the single location of a project as aggregations. However, aggregation and association do
not have different structural properties, and the choice as to which type of relationship to use
is somewhat subjective. In the ER model, both are represented as relationships.

UML also distinguishes between unidirectional and bidirectional associations (or
aggregations). In the unidirectional case, the line connecting the classes is displayed with
an arrow to indicate that only one direction for accessing related objects is needed. If no
arrow is displayed, the bidirectional case is assumed, which is the default. For example, if
we always expect to access the manager of a department starting from a pEPARTMENT object,
we would draw the association line representing the manaces association with an arrow
from DeEPARTMENT to EmpLOYEE. In addition, relationship instances may be specified to be
ordered. For example, we could specify that the employee objects related to each
department through the works_ror association (relationship) should be ordered by their
Bdate attribute value. Association (relationship) names are optional in UML, and
relationship attributes are displayed in a box attached with a dashed line to the line
representing the association/aggregation (see StartDate and Hours in Figure 3.16).

The operations given in each class are derived from the functional requirements of
the application, as we discussed in Section 3.1. It is generally sufficient to specify the
operation names initially for the logical operations that are expected to be applied to
individual objects of a class, as shown in Figure 3.16. As the design is refined, more details
are added, such as the exact argument types (parameters) for each operation, plus a
funcrional description of each operation. UML has function descriptions and sequence
diagrams to specify some of the operation details, but these are beyond the scope of our
discussion. Chapter 12 will introduce some of these diagrams.

Weak entities can be modeled using the construct called qualified association (or
qualified aggregation) in UML; this can represent both the identifying relationship and
the partial key, which is placed in a box attached to the owner class. This is illustrated by
the pePenDENT class and its qualified aggregation to empLovee in Figure 3.16. The partial key
DependentName is called the discriminator in UML terminology, since its value
distinguishes the objects associated with (related to) the same ewpLovee. Qualified
associations are not restricted to modeling weak entities, and they can be used to model
other situations in UML.
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3.9 SUMMARY

In this chapter we presented the modeling concepts of a high-level conceptual data
model, the Entity-Relationship (ER) model. We started by discussing the role that a high-
level data model plays in the database design process, and then we presented an example
set of database requirements for the company database, which is one of the examples that is
used throughout this book. We then defined the basic ER model concepts of entities and
their attributes. We discussed null values and presented the various types of attributes,
which can be nested arbitrarily to produce complex attributes:

¢ Simple or atomic
¢ Composite
¢ Multivalued

We also briefly discussed stored versus derived attributes. We then discussed the ER
model concepts at the schema or “intension” level:

* Entity types and their corresponding entity sets

* Key attributes of entity types

¢ Value sets (domains) of attributes

* Relationship types and their corresponding relationship sets

¢ Participation roles of entity types in relationship types

We presented two methods for specifying the structural constraints on relationship
types. The first method distinguished two types of structural constraints:

¢ Cardinality ratios (1:1, 1:N, M:N for binary relationships)

® Participation constraints (total, partial)

We noted that, alternatively, another method of specifying structural constraints is to
specify minimum and maximum numbers (min, max) on the participation of each entity
type in a relationship type. We discussed weak entity types and the related concepts of
owner entity types, identifying relationship types, and partial key attributes.

Entity-Relationship schemas can be represented diagrammatically as ER diagrams.
We showed how to design an ER schema for the company database by first defining the
entity types and their attributes and then refining the design to include relationship types.
We displayed the ER diagram for the covpany database schema. Finally, we discussed some
of the basic concepts of UML class diagrams and how they relate to ER model concepts.

The ER modeling concepts we have presented thus far—entity types, relationship
types, attributes, keys, and structural constraints—can model traditional business data-
processing database applications. However, many newer, more complex applications—
such as engineering design, medical information systems, or telecommunications—
require additional concepts if we want to model them with greater accuracy. We discuss
these advanced modeling concepts in Chapter 4. We also describe ternary and higher-
degree relationship types in more detail in Chapter 4, and discuss the circumstances
under which they are distinguished from binary relationships.
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Review Questions

3.1. Discuss the role of a high-level data model in the database design process.

3.2. List the various cases where use of a null value would be appropriate.

3.3. Define the following terms: entity, attribute, attribute value, relationship instance,
composite attribute, multivalued attribute, derived attribute, complex attribute, key
attribute, value set (domain) .

3.4. What is an entity type! What is an entity set! Explain the differences among an
entity, an entity type, and an entity set.

3.5. Explain the difference berween an attribute and a value set.

3.6. What is a relationship type? Explain the differences among a relationship
instance, a relationship type, and a relationship set.

3.7. What is a participation role? When is it necessary to use role names in the
description of relationship types?

3.8. Describe the two alternatives for specifying structural constraints on relationship
types. What are the advantages and disadvantages of each?

3.9. Under what conditions can an attribute of a binary relationship type be migrated
to become an attribute of one of the participating entity types?

3.10. When we think of relationships as attributes, what are the value sets of these
attributes? What class of data models is based on this concept!?

3.11. What is meant by a recursive relationship type? Give some examples of recursive
relationship types.

3.12. When is the concept of a weak entity used in data modeling? Define the terms
owner entity type, weak entity type, identifying relationship type, and partial key.

3.13. Can an identifying relationship of a weak entity type be of a degree greater than
two?! Give examples to illustrate your answer.

3.14. Discuss the conventions for displaying an ER schema as an ER diagram.

3.15. Discuss the naming conventions used for ER schema diagrams.

Exercises
3.16. Consider the following set of requirements for a university database that is used to

keep track of students’ transcripts. This is similar but not identical to the database

shown in Figure 1.2:

a. The university keeps track of each student’s name, student number, social
security number, current address and phone, permanent address and phone,
birthdate, sex, class (freshman, sophomore, . . ., graduate), major department,
minor department (if any), and degree program (B.A., B.S,, ..., Ph.D.). Some
user applications need to refer to the city, state, and zip code of the student’s
permanent address and to the student’s last name. Both social security number
and student number have unique values for each student.

b. Each department is described by a name, department code, office number,
office phone, and college. Both name and code have unique values for each
department.



3.17.

3.18.

3.19.

3.20.

3.21.

c. Each course has a course name, description, course number, number of semes-
ter hours, level, and offering department. The value of the course number is
unique for each course.

d. Each section has an instructor, semester, year, course, and section number. The
section number distinguishes sections of the same course that are taught dur-
ing the same semester/year; its values are 1, 2, 3, . . . , up to the number of sec-
tions taught during each semester.

e. A grade report has a student, section, letter grade, and numeric grade (0, 1, 2,
3,0r4).

Design an ER schema for this application, and draw an ER diagram for that

schema. Specify key attributes of each entity type, and structural constraints on

each relationship type. Note any unspecified requirements, and make appropriate
assumptions to make the specification complete.

Composite and multivalued attributes can be nested to any number of levels. Sup-

pose we want to design an attribute for a STUDENT entity type to keep track of previ-

ous college education. Such an attribute will have one entry for each college
previously attended, and each such entry will be composed of college name, start
and end dates, degree entries (degrees awarded at that college, if any), and tran-
script entries (courses completed at that college, if any). Each degree entry con-
tains the degree name and the month and year the degree was awarded, and each
transcript entry contains a course name, semester, yeat, and grade. Design an

attribute to hold this information. Use the conventions of Figure 3.5.

Show an alternative design for the attribute described in Exercise 3.17 that uses

only entity types (including weak entity types, if needed) and relationship types.

Consider the ER diagram of Figure 3.17, which shows a simplified schema for an

airline reservations system. Extract from the ER diagram the requirements and

constraints that produced this schema. Try to be as precise as possible in your
requirements and constraints specification.

In Chapters 1 and 2, we discussed the database environment and database users.

We can consider many entity types to describe such an environment, such as

DBMS, stored database, DBA, and catalog/data dictionary. Try to specify all the

entity types that can fully describe a database system and its environment; then

specify the relationship types among them, and draw an ER diagram to describe
such a general database environment.

Design an ER schema for keeping track of information about votes taken in the

U.S. House of Representatives during the current two-year congressional session.

The database needs to keep track of each U.S. state’s Name (e.g., Texas, New

York, California) and include the Region of the state (whose domain is {North-

east, Midwest, Southeast, Southwest, West}). Each concressperson in the House of

Representatives is described by his or her Name, plus the District represented, the

StartDate when the congressperson was first elected, and the political Party to

which he or she belongs (whose domain is {Republican, Democrat, Independent,

Other}). The database keeps track of each 8ILL (i.e., proposed law), including the

BillName, the DateOfVote on the bill, whether the bill PassedOrFailed (whose

domain is {Yes, No}), and the Sponsor (the congressperson(s) who sponsored—

Exercises
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FIGURE 3.17 An R diagram for an atruine database schema.

that is, proposed—the bill). The database keeps track of how each congressperson
voted on each bill (domain of vote attribute is {Yes, No, Abstain, Absent}}. Draw
an ER schema diagram for this application. State clearly any assumptions you
make.



3.22. A database is being constructed to keep track of the teams and games of a sports
league. A team has a number of players, not all of whom participate in each game.
It is desired to keep track of the players participating in each game for each team,
the positions they played in that game, and the result of the game. Design an ER
schema diagram for this application, stating any assumptions you make. Choose
your favorite sport (e.g., soccer, baseball, football).

3.23. Consider the ER diagram shown in Figure 3.18 for part of a sank database. Each
bank can have multiple branches, and each branch can have multiple accounts
and loans.

a.

b.

List the (nonweak) entity types in the ER diagram.

Is there a weak entity type? If so, give its name, partial key, and identifying
relationship.

What constraints do the partial key and the identifying relationship of the
weak entity type specify in this diagram?

List the names of all relationship types, and specify the (min, max) constraint
on each participation of an entity type in a relationship type. Justify your
choices.

List concisely the user requirements that led to this ER schema design.
Suppose that every customer must have at least one account but is restricted
to at most two loans at a time, and that a bank branch cannot have more than
1000 loans. How does this show up on the (min, max) constraints?

BANK-BRANCH

FIGURE 3.18 An ER diagram for a sank database schema.

Exercises
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3.24.

3.25.

3.26.

Consider the ER diagram in Figure 3.19. Assume that an employee may work in up
to two departments or may not be assigned to any department. Assume that each
department must have one and may have up to three phone numbers. Supply
(min, max) constraints on this diagram. State clearly any additional assumptions you
make. Under what conditions would the relationship Has_pHonNE be redundant in
this example!

Consider the ER diagram in Figure 3.20. Assume that a course may or may not use
a textbook, but that a text by definition is a book that is used in some course. A
course may not use more than five books. Instructors teach from two to four
courses. Supply (min, max) constraints on this diagram. State clearly any additional
assumptions you make. If we add the relationship ApopTs between insTRUCTOR and
TeXT, what (min, max) constraints would you put on it? Why?

Consider an entity type SECTION in a UNIVERSITY database, which describes the sec-
tion offerings of courses. The attributes of secTTon are SectionNumber, Semester,
Year, CourseNumber, Instructor, RoomNo (where section is taught), Building
(where section is taught), Weekdays (domain is the possible combinations of
weekdays in which a section can be offered {MWE MW, TT, etc.}), and Hours
(domain is all possible time periods during which sections are offered {9-9:50 A.M.,
10-10:50 AM,, . . ., 3:30—4:50 P.M., 5:30-6:20 P.M., etc.}). Assume that Section-

EMPLOYEE DEPARTMENT

—FAS-PHONE — CONTANS

PHONE

FIGURE 3.19 Part of an ER diagram for a coveany database.

INSTRUCTOR TEACHES COURSE

TEXT

FIGURE 3.20 Part of an ER diagram for a courses database.
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Number is unique for each course within a particular semester/year combination
(that is, if a course is offered multiple times during a particular semester, its section
offerings are numbered 1, 2, 3, etc.). There are several composite keys for SECTION,
and some attributes are components of more than one key. Identify three compos-
ite keys, and show how they can be represented in an ER schema diagram.
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Enhanced Entity-
Relationship and uML
Modeling

The er modeling concepts discussed in Chapter 3 are sufficient for representing many
database schemas for “traditional” database applications, which mainly include data-
processing applications in business and industry. Since the late 1970s, however, designers
of database applications have tried to design more accurate database schemas that reflect
the data properties and constraints more precisely. This was particularly important for
newer applications of database technology, such as databases for engineering design and
manufacturing (CAD/CAM!), telecommunications, complex software systems, and Geo-
graphic Information Systems (GIS), among many other applications. These types of data-
bases have more complex requirements than do the more traditional applications. This
led to the development of additional semantic data modeling concepts that were incorpo-
rated into conceptual data models such as the ER model. Various semantic data models
have been proposed in the literature. Many of these concepts were also developed inde-
pendently in related areas of computer science, such as the knowledge representation
area of artificial intelligence and the object modeling area in software engineering.

In this chapter, we describe features that have been proposed for semantic data
models, and show how the ER model can be enhanced to include these concepts, leading
to the enhanced ER, or EER, model.” We start in Section 4.1 by incorporating the

1. CAD/CAM stands for computer-aided design/computer-aided manufacturing.
2. EER has also been used to stand for Extended ER model.
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concepts of class/subclass relationships and type inheritance into the ER model. Then, in
Section 4.2, we add the concepts of specialization and generalization. Section 4.3 discusses
the various types of constraints on specialization/generalization, and Section 4.4 shows
how the UNION construct can be modeled by including the concept of category in the EER
model. Section 4.5 gives an example universITY database schema in the EER model and
summarizes the EER model concepts by giving formal definitions.

We then present the UML class diagram notation and concepts for representing
specialization and generalization in Section 4.6, and briefly compare these with EER
notation and concepts. This is a continuation of Section 3.8, which presented basic UML
class diagram notation.

Section 4.7 discusses some of the more complex issues involved in modeling of
ternary and higher-degree relationships. In Section 4.8, we discuss the fundamental
abstractions that are used as the basis of many semantic data models. Section 4.9
summarizes the chapter.

For a detailed introduction to conceptual modeling, Chapter 4 should be considered
a continuation of Chapter 3. However, if only a basic introduction to ER modeling is
desired, this chapter may be omitted. Alternatively, the reader may choose to skip some
or all of the later sections of this chapter (Sections 4.4 through 4.8).

4.1 SUBCLASSES, SUPERCLASSES,
AND INHERITANCE

The EER (Enhanced ER) model includes all the modeling concepts of the ER model that
were presented in Chapter 3. In addition, it includes the concepts of subclass and super-
class and the related concepts of specialization and generalization (see Sections 4.2 and
4.3). Another concept included in the EER model is that of a category or union type (see
Section 4.4), which is used to represent a collection of objects that is the union of objects
of different entity types. Associated with these concepts is the important mechanism of
attribute and relationship inheritance. Unfortunately, no standard terminology exists for
these concepts, so we use the most common terminology. Alternative terminology is
given in footnotes. We also describe a diagrammatic technique for displaying these con-
cepts when they arise in an EER schema. We call the resulting schema diagrams enhanced
ER or EER diagrams.

The first EER model concept we take up is that of a subclass of an entity type. As we
discussed in Chapter 3, an entity type is used to represent both a type of entity and the
entity set or collection of entities of that type that exist in the database. For example, the
entity type empLovee describes the type (that is, the attributes and relationships) of each
employee entity, and also refers to the current set of empLOYEE entities in the company
database. In many cases an entity type has numerous subgroupings of its entities that are
meaningful and need to be represented explicitly because of their significance to the
database application. For example, the entities that are members of the empLoveE entity
type may be grouped further into SECRETARY, ENGINEER, MANAGER, TECHNICTAN, SALARTED_EMPLOYEE,
HourLY_emPLOYEE, and so on. The set of entities in each of the latter groupings is a subset of
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the entities that belong to the eMpLOYEE entity set, meaning that every entity that is a
member of one of these subgroupings is also an employee. We call each of these
subgroupings a subclass of the evpLOYEE entity type, and the eMPLOYEE entity type is called
the superclass for each of these subclasses. Figure 4.1 shows how to diagramatically
represent these concepts in EER diagrams.

We call the relationship between a superclass and any one of its subclasses a
superclass/subclass or simply class/subclass relationship.’ In our previous example,
EMPLOYEE/SECRETARY and EMPLOYEE/TECHNICIAN are two class/subclass relationships. Notice that
a member entity of the subclass represents the same real-world entity as some member of
the superclass; for example, a SecReTArY entity ‘Joan Logano’ is also the empLovee ‘Joan
Logano’. Hence, the subclass member is the same as the entity in the superclass, but in a
distince specific role. When we implement a superclass/subclass relationship in the

T3 ) s> s>

EMPLOYEE

MANAGER

PayScale
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| SECRETARY | | TECHNICIAN | [ ENGINEER |

LY_EMPLOYEE
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Three specializations of EMPLOYEE:

{SECRETARY, TECHNICIAN, ENGINEER}
{MANAGER}

{HOURLY_EMPLOYEE, SALARIED_EMPLOYEE}

PROJECT

FIGURE 4.1 EER diagram notation to represent subclasses and specialization.

3. A class/subclass relationship is often called an 1S-A (or I8-AN) relationship because of the way we
refer to the concept. We say “a SECRETARY is an EMPLOYEE,” “‘a TECHNICIAN is an EMPLOYEE,” and so on.

BELONGS_TO

TRADE_UNION
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database system, however, we may represent a member of the subclass as a distinct
database object—say, a distinct record that is related via the key attribute to its superclass
entity. In Section 7.2, we discuss various options for representing superclass/subclass
relationships in relational databases.

An entity cannot exist in the database merely by being a member of a subclass; it
must also be a member of the superclass. Such an entity can be included optionally as a
member of any number of subclasses. For example, a salaried employee who is also an
engineer belongs to the two subclasses ENGINEER and SALARIED_EMPLOYEE of the EMPLOYEE entity
type. However, it is not necessary that every entity in a superclass be a member of some
subclass.

An important concept associated with subclasses is that of type inheritance. Recall
that the type of an entity is defined by the attributes it possesses and the relationship types
in which it participates. Because an entity in the subclass represents the same real-world
entity from the superclass, it should possess values for its specific attributes as well as
values of its attributes as a member of the superclass. We say that an entity that is a
member of a subclass inherits all the attributes of the entity as a member of the superclass.
The entity also inherits all the relationships in which the superclass participates. Notice
that a subclass, with its own specific (or local) attributes and relationships together with
all the attributes and relationships it inherits from the superclass, can be considered an
entity type in its own right.*

4.2 SPECIALIZATION AND GENERALIZATION

4.2.1 Specialization

Specialization is the process of defining a set of subclasses of an entity type; this entity type
is called the superclass of the specialization. The set of subclasses that form a specializa-
tion is defined on the basis of some distinguishing characteristic of the entities in the
superclass. For example, the set of subclasses {SECRETARY, ENGINEER, TECHNICIAN} is a specializa-
tion of the superclass empLovee that distinguishes among employee entities based on the job
type of each employee entity. We may have several specializations of the same entity type
based on different distinguishing characteristics. For example, another specialization of
the empLOYEE entity type may yield the set of subclasses {SALARIED_EMPLOYEE, HOURLY_EMPLOYEE};
this specialization distinguishes among employees based on the method of pay.

Figure 4.1 shows how we represent a specialization diagrammatically in an EER
diagram. The subclasses that define a specialization are attached by lines to a circle that
represents the specialization, which is connected to the superclass. The subset symbol on
each line connecting a subclass to the circle indicates the direction of the superclass/
subclass relationship.® Attributes that apply only to entities of a particular subclass—such

4. In some object-oriented programming languages, a common restriction is that an entity (or
object) has only one type. This is generally too restrictive for conceptual database modeling.

5. There are many alternative notations for specialization; we present the UML notation in Section
4.6 and other proposed notations in Appendix A.
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as TypingSpeed of secreTary-are attached to the rectangle representing that subclass.
These are called specific attributes (or local attributes) of the subclass. Similarly, a
subclass can participate in specific relationship types, such as the HourLY_empLOYEE subclass
participating in the BeLonGs_To relationship in Figure 4.1. We will explain the d symbol in
the circles of Figure 4.1 and additional EER diagram notation shortly.

Figure 4.2 shows a few entity instances that belong to subclasses of the {SECRETARY, ENGI-
NEER, TECHNICIAN} specialization. Again, notice that an entity that belongs to a subclass
tepresents the same real-world entity as the entity connected to it in the empLovEE superclass,
even though the same entity is shown twice; for example, e, is shown in both empLovee and
secReTary in Figure 4.2. As this figure suggests, a superclass/subclass relationship such as

SECRETARY

EMPLOYEE

ENGINEER

TECHNICIAN

FIGURE 4.2 Instances of a specialization.
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EMPLOYEE /SECRETARY somewhat resembles a 1:1 relationship at the instance level (see Figure 3.12).
The main difference is that in a 1:1 relationship two distinct entities are related, whereas in a
superclass/subclass relationship the entity in the subclass is the same real-world entity as the
entity in the superclass but is playing a specialized role—for example, an empLoYEE specialized in
the role of SECRETARY, or an empLoYEE specialized in the role of TECHNICIAN.

There are two main reasons for including class/subclass relationships and specializations
in a data model. The first is that certain attributes may apply to some but not all entities of
the superclass. A subclass is defined in order to group the entities to which these attributes
apply. The members of the subclass may still share the majoriry of their attributes with the
other members of the superclass. For example, in Figure 4.1 the secreTary subclass has the
specific attribute TypingSpeed, whereas the encineer subclass has the specific attribute
EngType, but secreTary and encineer share their other inherited attributes from the empLovee
entity type.

The second reason for using subclasses is that some relationship types may be
participated in only by entities that are members of the subclass. For example, if only
HOURLY_EMPLOYEES can belong to a trade union, we can represent that fact by creating the
subclass HourLY_empLovee of empLovee and relating the subclass to an entity type TRADE_UNION
via the BeLoNGS_To relationship type, as illustrated in Figure 4.1.

In summary, the specialization process allows us to do the following:

® Define a set of subclasses of an entity type
e Establish additional specific attributes with each subclass

e Establish additional specific relationship types between each subclass and other
entity types or other subclasses

4.2.2 Generalization

We can think of a reverse process of abstraction in which we suppress the differences among
several entity types, identify their common features, and generalize them into a single super-
class of which the original entity types are special subclasses. For example, consider the entity
types car and TRuck shown in Figure 4.3a. Because they have several common ateributes, they
can be generalized into the entity type VEHICLE, as shown in Figure 4.3b. Both car and Truck are
now subclasses of the generalized superclass venicie. We use the term generalization to refer
to the process of defining a generalized entity type from the given entity types.

Notice that the generalization process can be viewed as being functionally the inverse
of the specialization process. Hence, in Figure 4.3 we can view {car, Truck} as a specialization
of VEHICLE, rather than viewing VEHICLE as a generalization of car and TrRuck. Similarly, in
Figure 4.1 we can view EMPLOYEE as a generalization of SECRETARY, TECHNICIAN, and ENGINEER. A
diagrammatic notation to distinguish between generalization and specialization is used in
some design methodologies. An arrow pointing to the generalized superclass represents a
generalization, whereas arrows pointing to the specialized subclasses represent a
specialization. We will not use this notation, because the decision as to which process is
more appropriate in a particular situation is often subjective. Appendix A gives some of the
suggested alternative diagrammatic notations for schema diagrams and class diagrams.
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NoOfAxles

NoOfPassengers
MaxSpeed

FIGURE 4.3 Generalization. (a) Two entity types, car and Truck. (b) Generalizing car
and Truck into the superclass venTcLE.

NoOfAxies

Tonnage

So far we have introduced the concepts of subclasses and superclass/subclass relationships,
as well as the specialization and generalization processes. In general, a superclass or subclass
represents a collection of entities of the same type and hence also describes an entity type; that
is why superclasses and subclasses are shown in rectangles in EER diagrams, like entity types.
We next discuss in more detail the properties of specializations and generalizations.

4.3 CONSTRAINTS AND CHARACTERISTICS OF
SPECIALIZATION AND GENERALIZATION

We first discuss constraints that apply to a single specialization or a single generalization.
For brevity, our discussion refers only to specialization even though it applies to both spe-
cialization and generalization. We then discuss differences between specialization/gener-
alization lattices {(multiple inheritance) and hierarchies (single inheritance), and elaborate on
the differences between the specialization and generalization processes during conceptual
database schema design.
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4.3.1 Constraints on Specialization and Generalization

In general, we may have several specializations defined on the same entity type (or super-
class), as shown in Figure 4.1. In such a case, entities may belong to subclasses in each of the
specializations. However, a specialization may also consist of a single subclass only, such as
the {manacer} specialization in Figure 4.1; in such a case, we do not use the circle notation.

In some specializations we can determine exactly the entities that will become
members of each subclass by placing a condition on the value of some attribute of the
superclass. Such subclasses are called predicate-defined (or condition-defined) subclasses.
For example, if the empLoYEE entity type has an attribute JobType, as shown in Figure 4.4, we
can specify the condition of membership in the secreTary subclass by the condition
(JobType = ‘Secretary’), which we call the defining predicate of the subclass. This
condition is a constraint specifying that exactly those entities of the empLovEE entity type
whose attribute value for JobType is ‘Secretary’ belong to the subclass. We display a
predicate-defined subclass by writing the predicate condition next to the line that
connects the subclass to the specialization circle.

If all subclasses in a specialization have their membership condition on the same
attribute of the superclass, the specialization itself is called an attribute-defined
specialization, and the attribute is called the defining attribute of the specialization.® We
display an attribute-defined specialization by placing the defining attribute name next to
the arc from the circle to the superclass, as shown in Figure 4.4.

EMPLOYEE

Job Type

“Secretary” “Engineer”

TypingSpeed “Technician”

| sEcRETARY | | TECHNICIAN | [ ENGINEER |

FIGURE 4.4 EER diagram notation for an attribute-defined specialization on JobType.

6. Such an attribute is called a discriminator in UML terminology.
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When we do not have a condition for determining membership in a subclass, the
subclass is called user-defined. Membership in such a subclass is determined by the
database users when they apply the operation to add an entity to the subclass; hence,
membership is specified individually for each entity by the user, not by any condition that may
be evaluated automatically.

Two other constraints may apply to a specialization. The first is the disjointness
constraint, which specifies that the subclasses of the specialization must be disjoint. This
means that an entity can be a member of at most one of the subclasses of the specialization.
A specialization that is attribute-defined implies the disjointness constraint if the
attribute used to define the membership predicate is single-valued. Figure 4.4 illustrates
this case, where the d in the circle stands for disjoint. We also use the d notation to specify
the constraint that user-defined subclasses of a specialization must be disjoint, as
illustrated by the specialization {HoURLY_EMPLOYEE, SALARIED_empLOYEE} in Figure 4.1. If the
subclasses are not constrained to be disjoint, their sets of entities may overlap; that is, the
same (real-world) entity may be a member of more than one subclass of the specialization.
This case, which is the default, is displayed by placing an o in the circle, as shown in
Figure 4.5.

The second constraint on specialization is called the completeness constraint, which
may be total or partial. A total specialization constraint specifies that every entity in the
superclass must be a member of at least one subclass in the specialization. For example, if
every EMPLOYEE must be either an HOURLY_EMPLOYEE Or a SALARIED_EMPLOYEE, then the
specialization {HourRLY_empLOYEE, SALARIED_EMPLOYEE} Of Figure 4.1 is a total specialization of
ewpLovee. This is shown in EER diagrams by using a double line to connect the superclass to
the circle. A single line is used to display a partial specialization, which allows an entity
not to belong to any of the subclasses. For example, if some empLovee entities do not belong

(B> o

PART

SupplierName

\ MANUFACTURED_PART 1 \: PURCHASED_PART \

FIGURE 4.5 EER diagram notation for an overlapping (nondisjoint) specialization.
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to any of the subclasses {SECRETARY, ENGINEER, TECHNICIAN} of Figures 4.1 and 4.4, then that
specialization is partial.”

Notice that the disjointness and completeness constraints are independent. Hence, we
have the following four possible constraints on specialization:

¢ Disjoint, total

¢ Disjoint, partial

¢ Overlapping, total
® Overlapping, partial

Of course, the correct constraint is determined from the real-world meaning that applies
to each specialization. In general, a superclass that was identified through the generaliza-
tion process usually is total, because the superclass is derived from the subclasses and hence
contains only the entities that are in the subclasses.

Certain insertion and deletion rules apply to specialization (and generalization) as a
consequence of the constraints specified earlier. Some of these rules are as follows:

¢ Deleting an entity from a superclass implies that it is automatically deleted from all
the subclasses to which it belongs.

¢ Inserting an entity in a superclass implies that the entity is mandatorily inserted in all
predicate-defined (or attribute-defined) subclasses for which the entity satisfies the
defining predicate.

¢ Inserting an entity in a superclass of a total specialization implies that the entity is
mandatorily inserted in at least one of the subclasses of the specialization.

The reader is encouraged to make a complete list of rules for insertions and deletions
for the various types of specializations.

4.3.2 Specialization and Generalization
Hierarchies and Lattices

A subclass itself may have further subclasses specified on it, forming a hierarchy or a lat-
tice of specializations. For example, in Figure 4.6 encineer is a subclass of empLovee and is
also a superclass of ENGINEERING_MANAGER; this represents the real-world constraint that every
engineering manager is required to be an engineer. A specialization hierarchy has the
constraint that every subclass participates as a subclass in only one class/subclass relation-
ship; that is, each subclass has only one parent, which results in a tree structure. In con-
trast, for a specialization lattice, a subclass can be a subclass in more than one class/subclass
relationship. Hence, Figure 4.6 is a lattice.

Figure 4.7 shows another specialization lattice of more than one level. This may be
part of a conceptual schema for a uNIVErsITY database. Notice that this arrangement would

7. The notation of using single or double lines is similar to that for partial or total participation of
an entity type in a relationship type, as described in Chapter 3.
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EMPLOYEE

| SECRETARY | | TECHNICIAN | [ ENGINEER | [ MANAGER |

| HOURLY_EMPLOYEE

U | SALARIED_EMPLOYEE |

| ENGINEERING_MANAGER |

FIGURE 4.6 A specialization lattice with shared subclass ENGINEERING_MANAGER.

have been a hierarchy except for the sTupent_assisTant subclass, which is a subclass in two
distinct class/subclass relationships. In Figure 4.7, all person entities represented in the
database are members of the person entity type, which is specialized into the subclasses
{empLovee, ALumnus, sTubent). This specialization is overlapping; for example, an alumnus may
also be an employee and may also be a student pursuing an advanced degree. The subclass
stpeNT is the superclass for the specialization {GRADUATE_STUDENT, UNDERGRADUATE_STUDENT},
while eMpLOYEE is the superclass for the specialization {STUDENT_ASSISTANT, FACULTY, STAFF}.
Notice that STUDENT_ASSTSTANT is also a subclass of stuoent. Finally, stupent_assIstant is the
superclass for the specialization into {RESEARCH_ASSISTANT, TEACHING_ASSISTANT}.

In such a specialization lattice or hierarchy, a subclass inherits the attributes not only
of its direct superclass but also of all its predecessor superclasses all the way to the oot of the
hierarchy or lattice. For example, an entity in GrRADUATE_STUDENT inherits all the attributes of
that entity as a STUDENT and as a persoN. Notice that an entity may exist in several leaf nodes
of the hierarchy, where a leaf node is a class that has no subclasses of its own. For example,
amember of GRADUATE_STUDENT may also be a member of RESEARCH_ASSISTANT.

A subclass with more than one superclass is called a shared subclass, such as ENGINEERING_
macer in Figure 4.6. This leads to the concept known as multiple inheritance, where the
shared subclass ENGINEERING_MANAGER directly inherits attributes and relationships from
multiple classes. Notice that the existence of at least one shared subclass leads to a lattice
(and hence to multiple inheritance); if no shared subclasses existed, we would have a
hierarchy rather than a lattice. An important rule related to multiple inheritance can be
illustrated by the example of the shared subclass stubent_assistant in Figure 4.7, which
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Address

PERSON

EMPLOYEE ALUMNUS STUDENT

Degrees

GRADUATE_ UNDERGRADUATE_
STUDENT STUDENT

STUDENT_

FACULTY

ASSISTANT

DegresProgram @

Costion > (Rani)

| RESEARCH_ASSISTANT | [ TEACHING_ASSISTANT

FIGURE 4.7 A specialization lattice with multiple inheritance for a untverstTy database.
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inherits attributes from both empLovee and stupent. Here, both empLoYEE and sTubent inherit the
same attributes from PErsoN. The rule states that if an attribute (or relationship) originating in
the same superclass (person) is inherited more than once via different paths (empLovEE and
sTubenT) in the lattice, then it should be included only once in the shared subclass (sTubent_
ass1sTANT). Hence, the attributes of person are inherited only once in the STUDENT_ASSISTANT
subclass of Figure 4.7.

It is important to note here that some models and languages do not allow multiple
inheritance (shared subclasses). In such a model, it is necessary to create additional
subclasses to cover all possible combinations of classes that may have some entity belong
to all these classes simultaneously. Hence, any overlapping specialization would require
multiple additional subclasses. For example, in the overlapping specialization of person
into {empLOYEE, ALUMNUS, STUDENT} (or {E, A, s} for short), it would be necessary to create seven
subclasses of person in order to cover all possible types of entities: E, A, S, £ A, E_S, A_S, and
£_A_s. Obviously, this can lead to extra complexity.

It is also important to note that some inheritance mechanisms that allow multiple
inheritance do not allow an entity to have multiple types, and hence an entity can be a
member of only one class.® In such a model, it is also necessary to create additional shared
subclasses as leaf nodes to cover all possible combinations of classes that may have some
entity belong to all these classes simultaneously. Hence, we would require the same seven
subclasses of PERSON.

Although we have used specialization to illustrate our discussion, similar concepts
apply equally to generalization, as we mentioned at the beginning of this section. Hence,
we can also speak of generalization hierarchies and generalization lattices.

4.3.3 Utilizing Specialization and Generalization
in Refining Conceptual Schemas

We now elaborate on the differences between the specialization and generalization pro-
cesses, and how they are used to refine conceptual schemas during conceptual database
design. In the specialization process, we typically start with an entity type and then define
subclasses of the entity type by successive specialization; that is, we repeatedly define more
specific groupings of the entity type. For example, when designing the specialization lattice
in Figure 4.7, we may first specify an entity type persoN for a university database. Then we
discover that three types of persons will be represented in the database: university employ-
ees, alumni, and students. We create the specialization {empLoveg, ALUMNUS, sTUDENT} for this
purpose and choose the overlapping constraint because a person may belong to more than
one of the subclasses. We then specialize empLovee further into {STAFF, FACULTY, STUDENT_
sss1sTanT}, and specialize STUDENT into {GRADUATE_STUDENT, UNDERGRADUATE_STupent}. Finally, we
specialize STUDENT_ASSISTANT into {RESEARCH_ASSISTANT, TEACHING AsSISTANT). This successive
specialization corresponds to a top-down conceptual refinement process during concep-

8. In some models, the class is further restricted to be a leaf node in the hierarchy or lattice.
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tual schema design. So far, we have a hierarchy; we then realize that STUDENT_ASSISTANT is a
shared subclass, since it is also a subclass of sTupenT, leading to the lattice.

It is possible to arrive at the same hierarchy or lattice from the other direction. In such
a case, the process involves generalization rather than specialization and corresponds to a
bottom-up conceptual synthesis. In this case, designers may first discover entity types such
as STAFF, FACULTY, ALUMNUS, GRADUATE_STUDENT, UNDERGRADUATE_STUDENT, RESEARCH_ASSISTANT,
TEACHING_ASSISTANT, and so on; then they generalize {GRADUATE_STUDENT, UNDERGRADUATE_STUDENT}
into sTubenT; then they generalize {RESEARCH_ASSISTANT, TEACHING_ASSISTANT} into STUDENT_ASSIS-
TaNT; then they generalize {STAFF, FACULTY, STUDENT_ASSISTANT} into EMPLOYEE; and finally they
generalize {EMPLOYEE, ALUMNUS, STUDENT} into PERSON.

In structural terms, hierarchies or lattices resulting from either process may be
identical; the only difference relates to the manner or order in which the schema
superclasses and subclasses were specified. In practice, it is likely that neither the
generalization process nor the specialization process is followed strictly, but that a
combination of the two processes is employed. In this case, new classes are continually
incorporated into a hierarchy or lattice as they become apparent to users and designers.
Notice that the notion of representing data and knowledge by using superclass/subclass
hierarchies and lattices is quite common in knowledge-based systems and expert systems,
which combine database technology with artificial intelligence techniques. For example,
frame-based knowledge representation schemes closely resemble class hierarchies.
Specialization is also common in software engineering design methodologies that are
based on the object-oriented paradigm.

4.4 MODELING OF UNION TYPES
USING CATEGORIES

All of the superclass/subclass relationships we have seen thus far have a single superclass.
A shared subclass such as ENGINEERING_MaNAGER in the lattice of Figure 4.6 is the subclass in
three distinct superclass/subclass relationships, where each of the three relationships has a
single superclass. [t is not uncommon, however, that the need arises for modeling a single
superclass/subclass relationship with more than one superclass, where the superclasses rep-
resent different entity types. In this case, the subclass will represent a collection of objects
that is a subset of the UNION of distinct entity types; we call such a subclass a union type
or a category.9

For example, suppose that we have three entity types: person, Bank, and covpany. In a
database for vehicle registration, an owner of a vehicle can be a person, a bank (holding a
lien on a vehicle), or a company. We need to create a class (collection of entities) that
includes entities of all three types to play the role of vehicle owner. A category ouner that is
a subclass of the UNION of the three entity sets of coMpany, Bank, and persoN is created for this
purpose. We display categories in an EER diagram as shown in Figure 4.8. The superclasses

9. QOur use of the term caiégory is based on the ECR tEntity—C;egor;fielatioﬁisilip) model (Eln?as;
et al. 1985).
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compaNY, BANK, and PERSON are connected to the circle with the U symbol, which stands for
the set union operation. An arc with the subset symbol connects the circle to the (subclass)
owner category. If a defining predicate is needed, it is displayed next to the line from the

BAddress

COMPANY

LienOrRegular
PurchaseDate

LicensePlateNo

| REGISTERED_VEHICLE |

f

CAR

Clehaeld >

FIGURE 4.8 Two categories (union types): owNER and REGISTERED_VEHICLE.
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superclass to which the predicate applies. In Figure 4.8 we have two categories: OwNER,
which is a subclass of the union of PErson, Bank, and company; and ReGISTERED_veHICLE, which
is a subclass of the union of car and TRuck.

A category has two or more superclasses that may represent distinct entity types,
whereas other superclass/subclass relationships always have a single superclass. We can
compare a category, such as owNeR in Figure 4.8, with the ENGINEERING_MANAGER shared
subclass of Figure 4.6. The latter is a subclass of each of the three superclasses ENGINEER,
MANAGER, and SALARIED_EMPLOYEE, so an entity that is a member of ENGINEERING_MANAGER must
exist in all three. This represents the constraint that an engineering manager must be an
ENGINEER, 2 MANAGER, and a SALARIED_EMPLOYEE; that is, ENGINEERING_MANAGER is a subset of the
intersection of the three subclasses (sets of entities). On the other hand, a category is a
subset of the union of its superclasses. Hence, an entity that is a member of owner must
exist in only one of the superclasses. This represents the constraint that an owNer may be a
COMPANY, a BANK, or a PERSON in Figure 4.8.

Attribute inheritance works more selectively in the case of categories. For example,
in Figure 4.8 each owner entity inherits the attributes of a covpany, a PERSON, OF a BANK,
depending on the superclass to which the entity belongs. On the other hand, a shared
subclass such as encineerInG_manacer (Figure 4.6) inherits all the attributes of its
superclasses SALARTED_EMPLOYEE, ENGINEER, and MANAGER.

It is interesting to note the difference between the category REGISTERED_VEHICLE
(Figure 4.8) and the generalized superclass venicLe (Figure 4.3b). In Figure 4.3b, every
car and every truck is a vewzcLe; but in Figure 4.8, the REGISTERED_VEHWICLE category
includes some cars and some trucks but not necessarily all of them (for example, some
cars or trucks may not be registered). In general, a specialization or generalization such
as that in Figure 4.3b, if it were partial, would not preclude venicLe from containing
other types of entities, such as motorcycles. However, a category such as REGISTERED_
venIcLe in Figure 4.8 implies that only cars and trucks, but not other types of entities,
can be members of REGISTERED_VEHICLE.

A category can be total or partial. A total category holds the union of all entities in
its superclasses, whereas a partial category can hold a subset of the union. A total category
is represented by a double line connecting the category and the circle, whereas partial
categories are indicated by a single line.

The superclasses of a category may have different key attributes, as demonstrated by
the owNer category of Figure 4.8, or they may have the same key attribute, as demonstrated
by the RecISTERED_VEHICLE category. Notice that if a category is total (not partial), it may be
represented alternatively as a total specialization (or a total generalization). In this case
the choice of which representation to use is subjective. If the two classes represent the
same type of entities and share numerous attributes, including the same key attributes,
specialization/generalization is preferred; otherwise, categorization (union type) is more
appropriate.
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4,5 AN EXAMPLE UNIVERSITY EER SCHEMA AND
FORMAL DEFINITIONS FOR THE EER MODEL

In this section, we first give an example of a database schema in the EER model to illus-
trate the use of the various concepts discussed here and in Chapter 3. Then, we summa-
rize the FER model concepts and define them formally in the same manner in which we
formally defined the concepts of the basic ER model in Chapter 3.

4.5.1 The UNIVERSITY Database Example

For our example database application, consider a untvers1TY database that keeps track of
students and their majors, transcripts, and registration as well as of the university’s course
offerings. The database also keeps track of the sponsored research projects of faculty and
graduate students. This schema is shown in Figure 4.9. A discussion of the requirements
that led to this schema follows.

For each person, the database maintains information on the person’s Name {Name],
social security number {Ssn], address [Address|, sex [Sex], and birth date [BDate]. Two
subclasses of the persoN entity type were identified: FacuLTy and sTupent. Specific attributes
of racuLty are rank [Rank] (assistant, associate, adjunct, research, visiting, etc.), office
[FOffice], office phone [FPhone], and salary [Salary]. All faculty members are related to
the academic department(s) with which they are affiliated [geLons] (a faculty member can
be associated with several departments, so the relationship is M:N). A specific attribute of
stoent is [Class] (freshman = 1, sophomore = 2, . . ., graduate student = 5). Each student
is also related to his or her major and minor departments, if known ([Maior] and [MInor]), to
the course sections he or she is currently attending [RecisTeren], and to the courses
completed [TranscripT]. Each transcript instance includes the grade the student received
[Grade] in the course section.

GRAD_STUDENT is a subclass of sTupent, with the defining predicate Class = 5. For each
graduate student, we keep a list of previous degrees in a composite, multivalued attribute
[Degrees]. We also relate the graduate student to a faculty advisor [aovisor] and to a thesis
committee [commITTEE], if one exists.

An academic department has the attributes name [DName)], telephone [DPhone],
and office number [Office] and is related to the faculty member who is its chairperson
[cnatrs] and to the college to which it belongs [cp]. Each college has attributes college
name [CName], office number [COffice], and the name of its dean [Dean].

A course has attributes course number [C#], course name [Cname], and course
description [CDesc)]. Several sections of each course are offered, with each section having
the attributes section number [Sec#] and the year and quarter in which the section was
offered ([Year] and [Qtr]).1° Section numbers uniquely identify each section. The sections
being offered during the current quarter are in a subclass CURRENT_secTToN of secTIon, with

10. We assume that the quarter system rather than the semester system is used in this university.
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FIGURE 4.9 An EER conceptual schema for a untversity database.
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the defining predicate Qtr = CurrentQtr and Year = CurrentYear. Each section is related
to the instructor who taught or is teaching it ([Teacu]), if that instructor is in the database.

The category INSTRUCTOR_RESEARCHER is a subset of the union of FacuLTY and GRAD_STUDENT
and includes all faculty, as well as graduate students who are supported by teaching or
research. Finally, the entity type crant keeps track of research grants and contracts
awarded to the university. Each grant has attributes grant title [Title], grant number [No},
the awarding agency [Agencyl, and the starting date [StDate]. A grant is related to one
principal investigator [p1] and to all researchers it supports [support]. Each instance of
support has as attributes the starting date of support [Start], the ending date of the support
(if known) [End], and the percentage of time being spent on the project [Time] by the
researcher being supported.

4.5.2 Formal Definitions for the eer Model Concepts

We now summarize the EER model concepts and give formal definitions. A class'! is a set
or collection of entities; this includes any of the EER schema constructs that group enti-
ties, such as entity types, subclasses, superclasses, and categories. A subclass S is a class
whose entities must always be a subset of the entities in another class, called the super-
class C of the superclass/subclass (or 1S-A) relationship. We denote such a relationship
by C/S. For such a superclass/subclass relationship, we must always have

sccC

A specialization Z = {S;, S,, . . ., S,} is a set of subclasses that have the same superclass
G; that is, GfS, is a superclassfsubclass relationship for i = 1, 2, . . ., n. G is called a
generalized entity type (or the superclass of the specialization, or a generalization of the
subclasses {S, Sy, . - ., S,D)- Z is said to be total if we always (at any point in time) have

Otherwise, Z is said to be partial. Z is said to be disjoint if we always have
§NS; = & (empty set) for i # j

Otherwise, Z is said to be overlapping.

A subclass S of C is said to be predicate-defined if a predicate p on the attributes of C
is used to specify which entities in C are members of S; that is, S = Cpl, where C[p] is the
set of entities in C that satisfy p. A subclass that is not defined by a predicate is called
user-defined.

11. The use of the word class here differs from its more common use in object-oriented programming
languages such as C++. [n C++, a class is a structured type definition along with its applicable func-
tions (operations).
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A specialization Z (or generalization G) is said to be attribute-defined if a predicate
(A = ¢;), where A is an attribute of G and ¢; is a constant value from the domain of A, is
used to specify membership in each subclass S; in Z. Notice that if ¢; # ¢; for i # j, and A is
a single-valued attribute, then the specialization will be disjoint.

A category T is a class that is a subset of the union of n defining superclasses Dy, D,, . . .,
D, n> 1, and is formally specified as follows:

TC(,UD,...UD,)

A predicate p, on the attributes of D; can be used to specify the members of each D,
that are members of T. If a predicate is specified on every D,, we get

T = (D,[p,1U Dylp,1 .. UD,Ip, 1)

We should now extend the definition of relationship type given in Chapter 3 by
allowing any class—not only any entity type—to participate in a relationship. Hence, we
should replace the words entity type with class in that definition. The graphical notation of
EER is consistent with ER because all classes are represented by rectangles.

4.6 REPRESENTING SPECIALIZATION/
GENERALIZATION AND INHERITANCE
IN UML CLASS DIAGRAMS

We now discuss the UML notation for generalization/specialization and inheritance. We
already presented basic UML class diagram notation and terminology in Section 3.8. Fig-
ure 4.10 illustrates a possible UML class diagram corresponding to the EER diagram in Fig-
ure 4.7. The basic notation for generalization is to connect the subclasses by vertical lines
to a horizontal line, which has a triangle connecting the horizontal line through another
vertical line to the superclass (see Figure 4.10). A blank triangle indicates a specializa-
tion/generalization with the disjoint constraint, and a filled triangle indicates an overlap-
ping constraint. The root superclass is called the base class, and leaf nodes are called leaf
classes. Both single and multiple inheritance are permitted.

The above discussion and example {(and Section 3.8) give a brief overview of UML
class diagrams and terminology. There are many details that we have not discussed
because they are outside the scope of this book and are mainly relevant to software
engineering. For example, classes can be of various types:

¢ Abstract classes define attributes and operations but do not have objects correspond-
ing to those classes. These ate mainly used to specify a set of attributes and operations
that can be inherited.

® Concrete classes can have objects (entities) instantiated to belong to the class.

¢ Template classes specify a template that can be further used to define other classes.
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change_project assign_to_course

FIGURE 4.10 A umL class diagram corresponding to the EER diagram in Figure 4.7, illustrating umL
notation for specialization/generalization.

In database design, we are mainly concerned with specifying concrete classes whose
collections of objects are permanently (or persistently) stored in the database. The
bibliographic notes at the end of this chapter give some references to books that describe
complete details of UML. Additional material related to UML is covered in Chapter 12,
and object modeling in general is further discussed in Chapter 20.

4.7 RELATIONSHIP TYPES OF DEGREE
HIGHER THAN TWO

In Section 3.4.2 we defined the degree of a relationship type as the number of participat-
ing entity types and called a relationship type of degree two binary and a relationship type
of degree three ternary. In this section, we elaborate on the differences between binary















Bachman diagrams, 948
backflushing, 908
backup and recovery systems, 17, 37, 630-631
base class, 104
Base Stations, 916
base tables, 210
basic replication, 830
begin transactions, 553
behavior inheritance, 677
bidirectional associations, 76
binary associations, 75, 105108
binary decompositions, 338-340
Binary Large Objects (BLOBs), 423, 658
binary locks, 584-585
binary relational operations, 158-162
binary relationships, 63
binary search, 431
bind operation, 678
binding, 263
bioinformatics, 937
biological sciences and genetics, 936-939
BIRCH algorithm, 888
bit, 415
bit-level data striping, 446
bit-string data types, 212
bitmap indexing, 906-907
BLOBs (Binary Large Objects), 423, 658
block-level striping, 446
block transfer times, 419, 952
blocking factor, 425
blocks

buffering of, 421

queries, 495-496
boolean data types, 212
Boolean type attributes, 200
bottom-up conceptual synthesis, 98
bottom-up design methodology, relation schema, 294
bound columns, 278
Boyce-Codd normal form (BCNF), 324-326
broadcasting, 919
browsing interfaces, 34
bet (block transfer time), disk parameters, 952
buffer manager modules, 36
buffering modules, 17
bulk transfer rates, 420
bytes, 415

C

C/C++, 255

C++ language binding, 693-694
cache memory, 412

caching, of disk blocks, 613-614

calculus. See relational calculus
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Call Language Interface (CLI), 248
CALL statement, 285
candidate keys, 305, 314
canned transactions, 262
cardinality ratio, 65-66, 129
CARTESIAN PRODUCT operation, 158
cascading rollback, 565, 616
CASE (computer-assisted software engineering), 383,
402403
casual end users, 13-14
catalog
DBMS, 9
SQL, 209-213
category, 98-100, 202-203
centralized DBMS, 38
character-string data types, 212
CHECK clause, 216
checkpoints, recovery, 615-616
child nodes, 469
class diagrams, 74-76, 386-387
class libraries, 280
class name, 75
class properties, 111
class/subclass relationships, 86
classes, 103, 280
base, 104
defined, 75
driver manager, 280
independent, 113
leaf, 104
meta-class, 111
classification
data mining, 870, 882-885
defined, 111
clauses
FROM, 219-220
INTO, 267
CHECK, 216
WITH CHECK OPTION, 261
FOREIGN, 215
GROUP BY, 240-243
HAVING, 240-243
PRIMARY, 214
SELECT, 219-220, 498-501
UNIQUE, 215
FOR UPDATE OF, 269
WHERE, 219-220, 223-224
CLI (Call Language Interface), 248
client computers, 36
client machines, 39
client modules, 25
client programs, 36, 263
client/server architecture, 38

clients, defined, 40
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CLOSE CURSOR command, 268
clustering

data mining, 885-888

indexes, 459462
clusters, 419, 426-427, 443
COBOL, 255
collaboration diagrams, 390
collection data types, 713-714
collection literals, 668
collection objects, 672-674
collision, hashing and, 436
columns, bound, 278
commands. See also functions; operations

activate, 762

ALTER, 217-218

CLOSE CURSOR, 268

CREATE SCHEMA, 209

CREATE TABLE, 210-211

CREATE VIEW, 258-259

DELETE, 247

DROP, 217, 262

DROP VIEW, 259

FETCH, 268

GRANT, 737-738

INSERT, 245-247

OPEN CURSOR, 267

REVOKE, 737

UPDATE, 247-248
commercial tools, data mining, 891-894
commit point, transactions, 561-562
committed state, transactions, 560
communication autonomy, 818
communication variables, 266
Communications of the ACM, 24
communications software, 38
commutative operations, 156
compatibility, 17
complete horizontal fragmentation, 811
completeness constraint, 93
complex attributes, 56-57
complex objects, 657-659
component diagrams, 387—388
composite attributes, 55-56, 58
composite keys, 483
computer-assisted software engineering (CASE), 383,

402403

conceptual data models, 26
conceptual database design, 52, 371-380
conceptual representation, 10
conceptual schema, 30, 52, 97-98
conceptualization, 115
concurrency control

deadlocks, 591-594

distributed database systems, 825-827

in indexes, 605-606

multiversion, 596-599

optimistic techniques, 599-600

phantom problem, 606

software, 12

system lock tables, 584-588

timestamping, 594, 596-597

validation techniques, 599-600
concurrent engineering, 662
condition-defined subclasses, 92
conditions, 175, 182, 257
confidence, data mining, 872
connecting fields, 442
connection objects, 281
connection records, 277
connections

database servers, 263

to databases, 266
constraints

application-based, 133

as assertions, 256-257

completeness, 93

constraint specification language, 140

disjointness, 93

domain, 133

entity integrity, 138

inherent model-based, 133

integrity, 135

naming, 216

referential integrity, 355

satisfied, 256

schema-based, 133

SQL, 213-217

state, 140

transition, 140

tuple-based, 216

violated, 256
contiguous allocation, 426
controlled redundancy, 15-16
conversion routines, 385
conversion tools, 37
correlated nested queries, 232-233
cost-based query optimization, 523-532
COUNT function, 238-240
covert channels, 733, 748-749
CREATE ASSERTION statement, 256
CREATE SCHEMA command, 209
CREATE TABLE command, 210-211
CREATE VIEW command, 258-259
credentials, 745
CROSS PRODUCT operation, 162
current state, 29
cursors, 263, 267
cylinders, disks, 416
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DAC (discretionary access control), 743-744
DAML (DARPA Agent Markup Language), 926
dangling tuples, 343-345
DARPA Agent Markup Language (DAML), 926
data
abstraction, 10
access, 42
bit-level data striping, 446
complex relationships among, 18
elements, 6
encoded, 733
flow diagrams, 52
fragmentation, 810-812
independence, 31-32
localization, 807
market-basket, 871
self-describing, 842
semistructured, 842
structured, 842
sublanguage, 33, 255
unstructured, 843
virtual, 11
Data Blade modules, 712
data definition language (DDL), 32, 137
data dictionary systems, 37, 364
data-driven design, 367
Data Encryption Standard (DES), 749-750
data management issues
mobile databases, 920-921
multimedia databases, 924-925
open research problems, 925-928
data manipulation language (DML), 3233
data marts, 902
data mining, 22
applications of, 891
association rules, 871-882
classification, 882-885
clustering, 885-888
commercial tools, 891-894
discovery of patterns in time series, 889
discovery of sequential patterns, 888
genetic algorithms, 890-891
neural networks, 890
regression rule, 889
technology overview, 868-871
data model, 43
categories of, 26-27
data warehouses, 902-907
defined, 10, 26
data model mapping, 52
data pointers, 476
data repository system, 37
data requirements, 50-52
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data servers, 41
data sources, 280, 841
data types, 59, 423
bit-string, 212
boolean, 212
character-string, 212
data, 212-213
date, 423
defined, 7
domains, 127
extensible, 712-714
image, 718
interval, 213
numeric, 212
SQL, 209-213
text, 719-720
time, 212-213, 423
time series, 718-719
timestamp, 213
two-dimensional, 717-718
data warehouses, 3
building, 907-910
characteristics of, 901-902
data marts, 902
data modeling for, 902-907
defined, 900
distributed, 910
enterprise-data, 902
federated, 910
functionality of, 910-911
problems and open issues in, 912-913
views versus, 911
virtual data, 902
database administrators (DBA), 12
interfaces for, 34
security and, 734
database applications, 49, 52-53, 255, 262
database designers, 13
database management systems. See DBMS
database programming
approaches to, 262-263
impedance mismatch, 263
languages, 262
sequence interaction, 263-264
database programming languages, 255
database schema, 27-28, 115
database servers, 36, 263
database state, 28
database systems
active, 19
active database technology, 3
characteristics, 8—11
deductive, 19
environment, 35-38
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multimedia databases, 3
object-oriented, 10, 16
object-relational, 10
overview, 34
real-time database technology, 3
simple example of, 6-8
three-schema architecture, 29-31
traditional applications, 3
utilities, 36-37
database utilities, 36-37
databases
connections to, 266
constructing, 5
defined, 4
defining, 5
large, 362
loaded, 29, 385
manipulating, 5
mobile, 916-923
multimedia, 780-782, 923-930
personal, 363
populated, 29
sharing, 5
spatial, 780~782
storage of, 414-415
UNIVERSITY database example, 101-103
Datalog notation, 787
date data type, 212-213, 423
DBA (database administrators), 12
interfaces for, 34
security and, 734
DBMS (database management systems), 43
advantages of, 15-20
catalog, 9
centralized and client/server architectures for, 38—42
classification, 4345
component modules, 35-36
database design, 380-383
DDBMS (distributed DBMS), 43
defined, 5
disadvantages, 23
general purpose, 43
interfaces, 33-34
languages, 32-33
legacy, 709-710
multiuser, 11-12
personnel required for, 12-14
platforms, 382
procedural program code, 19
RDBMS (relational database management systems), 21
special purpose, 5, 43
DDBMS (distributed DBMS), 43
DDL (data definition language), 32, 137
deadlocks, 591-594

decision-support systems (DSS), 900
declarative assertions, 256
declarative expressions, 173
declare section, shared variables, 265
decompositions. See relational decomposition
deduction rules, inferencing, 19
deductive database systems, 19
Datalog notation, 787
Horn clauses, 787-789
interpretations of rules, 789-791
overview, 784
Prolog/Datalog notation, 784787
relational operations, use of, 793-795
default context, 271
deferred update techniques, recovery concepts, 612,
618-621
degree
of homogeneity, 815
of local autonomy, 815
of relation, 127
relationship, 105
DELETE command, 247
Delete operation, 142-143
deletion anomalies, 300
deletion markers, 430
deletion operation, 606
DEM (digital elevation model), 931
denormalization, 540
dense indexes, 457
dependencies
functional, 304-312
inclusion, 354-355
join, 353-354
multivalued, 347-353
template, 355-357
dependency-preservation, 313, 335-336
deployment diagrams, 388
derived attributes, 56
derived horizontal fragmentation, 811
derived tables, 255
DES (Data Encryption Standard), 749-750
DESC keyword, 228
description records, 277
descriptors, 209
design, database design
active database systems, 761-763
automated tools for, 401405
centralized schema design approach, 372
conceptual design, 52, 371-380
data-driven, 367
data model mapping, 383
database designers, 13
database tuning, 369
DBMS choices, 380-383



design methodology, 361
ER design, 71-73
local design, 52
logical database design, 368, 383
physical, 52, 369, 383-384
process-driven, 367
Relation Rose design tool, 395-399
requirements collection and analysis, 369-371
system designers, 14
system implementation and tuning, 384-385
tuning, 543-544
UML diagrams as aid to, 385-395
University database design example, 393-394
view integration approach, 372
design autonomy, 817
diagrammatic notations, ER models, 947-949
diagrams
data flow, 52
sequence, 52
dictionary, 115
digirtal elevation model (DEM), 931
digital signarures, 751
digital terrain modeling (DTM), 932
dimension tables, 904
directed graphs, 570
discretionary access control (DAC), 735-740, 743-744
discriminating ateribute, 201
discriminator, in UML terminology, 76
disjointness constraint, 93
disks
cylinders, 416
devices, hardware descriptions of, 415420
disk blocks, 417
disk controllers, 419
disk drives, 419
disk packs, 415
double-sided, 415
file records on, 422—427
fixed-head, 419
formatting, 417
initialization, 417
magnetic tape storage devices, 420-421
parameters of, 951-953
read command, 417
read/write head, 419
shared, 805
single-sided, 415
tracks, 416
write command, 417
distinct data types, 713
distributed database systems
advantages of, 805-808
allocation, 812-815
concurrency control, 825-827
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data fragmentation, 810-812
data replication, 812-815
functions, 808-809
in Oracle, 830-832
overview, 804-805
parallel versus distributed technology, 805
query processing in, 818-824
recovery, 827
three-tier client-server architecture, 827-829
types of, 815-818
distributed DBMS (DDBMS), 43
distributed warehouse, 910
distribution transparency, 829
division (/) operator, 227
DIVISION operation, 163-165
DML (data manipulation language), 32-33
Document Type Definition (DTD), 849
documents, 113
headers, 845
XML, 855-859
domain-key normal forms (DKNF), 357
domain of knowledge, 110
domains
of attributes, 75
constraints, 133
logical definitions of, 127
structured, 75
dot notation, 652, 671
double buffering, 421
double-sided disks, 415
downward closure property, 873
dozing, mobile environments, 919
drill-down display, 904
driver manager, 280
DROP command, 217, 762
DROP VIEW command, 259
DSS (decision-support systems), 900
DTD {Document Type Definition), 849
DTM (digital terrain modeling), 932
duplicate elimination, 153
dynamic files, 429
dynamic SQL, 256, 270-271

E

e-commerce (electronic commerce), 21, 745
e-mail servers, 39
ECA model, active database systems, 757-761
EEPROM (Electrically Erasable Programmable Read-Only
Memory), 413
EER (Enhanced-ER) model, 50, 86, 693
model concepts, 103-104
model constructs, mapping to relations, 199-202, 206
electronic commerce (e-commerce), 21, 745
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embedded SQL, 256, 262, 264-269
empty state, 29
encapsulation, 649-650
encoded data, 733
encryption, 733
AES (Advanced Encryption Standards), 749
DES (Data Encryption Standard), 749-750
public key, 750-751
end tags, 843
end transactions, 553
end users, 13-14
engineers, software, 14
enhanced ER, 85
Enhanced-ER (EER) model, 50, 86
model concepts, 103-104
model constructs, mapping to relations, 199-202, 206
Enterprise Resource Planning (ERP), 447
enterprise-wide data warehouses, 902
entities
attributes and, 53-57
defined, 27
entity integrity constraint, 138
entity sets, 57
entity types, 57
generalized, 103
key attributes of, 5758
mapping of regular, 194
owner entity, 68
regular, 68
strong, 68
subclass of, 86
weak, 58, 68-69, 194
entropy, 884
environment records, 277
EQUIJOIN operation, 161-162
equivalence, of sets of functional dependencies, 310-311
ER database schema, 70, 947-949
ER design, 69-73
ER diagrams, 50
alternative notations for, 73-74
summary of notation for, 70-71
ER (Entity-Relationship) model
defined, 49
ER-to-relational mapping, 192-199
ERP (Enterprise Resource Planning), 447
events, 257, 758
exception objects, 111
execution autonomy, 818
existence dependency, 67
existential quantifier, 176
query examples, 177-178
transformations, 178179
EXISTS function, 233-236
explicit sets, 236

expressions

declarative, 173

FLWR, 864

path, 686

safe, 181

unsafe, 181
expressive power, 174
eXtended Markup Language. See XML
extended relational systems, 44
extendible hashing, 439441
EXTENDS keyword, 677
extensible data types, 712-714
extension, schemas, 29
external hashing, 437439
external schemas, 30
external sorting, queries, 496498

F
fact-defined predicates, 791
fact tables, 904
factory objects, 678
failed state, transactions, 560
failures, transactions, 558-559
FALSE values, 229
FDBS (federated database system), 816
federated warehouse, 910
feedback loops, database design, 367
FETCH command, 268
fetch orientation, 269
fields

clustering, 459

connecting, 442

optional, 424

ordering, 431

repeating, 423
fifth normal form (5NF), 353-354
file processing, 8
file servers, 38
files

access, 429

blocks, 426-427

dynamic, 429

expansion, 439442

grid files, 484485

hash, 434

headers, 427

heap, 430

indexes, 17

main, 433

master, 433

mixed, 424

operations on, 427-429

ordered, 431434



organization, 429, 442443
overflow, 433
pile, 430
record-at-a-time operations, 428
reorganization, 37, 430
scans, 498
segments, 427
set-at-a-time operations, 428-429
sorted, 431-434
sorting, 430
static, 429
transaction, 433
finance applications, data mining, 891
first level, multilevel indexes, 465
first normal form (INF), 131, 315-318
fixed-head disks, 419
fixed hosts, 916
fixed-length records, 423
flash memory, 413
flat relational model, 131
flow control, 733, 747-749
FLWR expression, 864
FOR UPDATE OF clause, 269
force/no-force approach, recovery techniques, 614
force-writing, 562
FOREIGN clause, 215
foreign key, 138
formats
disks, 417
domains, 127
formatting styles, 845
forms, 34
forms-based interfaces, 34
forms specification languages, 34
formulas, 175, 182
fourth normal form (4NF), 351-353
fragmentation
data, 810-812
horizontal, 810-811
mixed, 812
transparency, 807
vertical, 811
frequent-pattern tree algorithm, 875-878
FROM clause, 219-220
FULL OUTER JOIN operation, 170
functional dependencies
definition of, 304-306
equivalence of sets of, 310-311
inference rules, 306-310
minimal sets of, 311-312
functional requirements, 52
functions. See also commands; operations
aggregate, 238-240, 509-511
AVERAGE, 165
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AVG, 238-240
COUNT, 238-240
defined, 59
EXISTS, 233-236
MAX, 238-240
MAXIMUM, 165
MIN, 238-240
MINIMUM, 165
SUM, 165, 238-240
UNIQUE, 233-236
user-defined, 714

G

generalization. See also specialization, 90-91, 103
constraints on, 92-94
defined, 86, 112
hierarchies, 97
hierarchies and lattices, 94-97
lattices, 97
mapping, 199-201
in refining conceptual schemas, 97-98
generalized entity type, 103
generalized superclass, 90
genetic algorithms, 890-891
genome data management
bioinformatics, 937
biological sciences and genetics, 936-939
human genome project and biological databases,
940-943
resources for, 944-945
geographic information systems. See GIS
geographic mobility domain, 917-918
GIS (geographic information systems), 3, 85
applications, 930~931
ARC/INFO software, 934-935
data management requirements of, 931-932
data operations, 933-934
problems and future issues in, 935-936
resources for, 936
glossary, 115
GRANT command, 737-738
granting privileges, 736-738
graphical user interfaces (GUIs), 18, 34, 381
graphics, multimedia data, 923
graphs
acyclic, 44
directed, 570
precedence, 570
predicate dependency, 795
query, 512-513
serialization, 570
version, 662

grid files, 484-485



1018 Index

GROUP BY clause, 240-243

grouping attributes, 240

guards, 823

GUIs (graphical user interfaces), 18, 34, 381

H
handles, 277
hashing techniques
dynamic file expansion, 439442
extendible, 439441
external, 437439
internal, 434437
linear, 441442
partitioned, 483-484
static, 438
HAVING clause, 240-243
headers
documents, 845
files, 427
health care applications, data mining, 891
heap files, 430
hierarchical and network systems, 20
hierarchical data models, 27, 43
hierarchies
acyclic graphs, 44
association rules among, 879
generalization, 94-97
specialization, 94-97
high-level data modules, 26
high-level DML, 33
higher-degree relationships. See ternary relationships
homogeneous DDBMS, 815
homonyms, 376
horizontal fragmentation, 807, 810-811
horizontal partitioning, 544
horizontal propagation, 740
Horn clauses, 787-789
host languages, 33, 264
hosts, fixed, 916
HTML (HyperText Markup Language), 21
human genome project and biclogical databases,
940-943
hyperlinks
defined, 21
documents, 841
HyperText Markup Language (HTML), 21

1

identification
data mining, 869
defined, 111

identifier
authorization, 209
defined, 111

identifying entity type, 68
image attribute, 201
image data types, 718
images

multimedia data, 923

raster images, 933

storage and retrieval of, 22
immediate update techniques, recovery concepts, 612,

622-624

impedance mismatch, 17, 263
implementation

active database systems, 761-763

database design, 384-385

views, 259-261
implementation data models, 27
implementation level, relation schema, 294
implementers, DBMS environment, 14
inclusion dependencies, 354-355
incremental updates, 260
independent classes, 113
indexed allocation, 427
indexes

bitmap indexing, 906-907

clustering, 459462

concurrency control in, 605-606

defined, 17

join indexing, 907

logical, 485486

multilevel, 464—469

physical, 485-486

primary, 457-459

secondary, 462464

tuning, 542-543

types of, 456
inferences, 110, 350
information repositories, 37, 364
information resource management (IRM), 362
information systems

database application life cycle, 365-366

information system life cycle, 364-365

role in organizations, 362364
information technology (IT), 362
Informix Universal Server, 711-712
inherence rules, functional dependencies, 306-310
inherent model-based constraints, 133
inheritance

attribute, 86

behavior, 677

multiple, 92, 95, 202, 660-661

relationship, 86

selective, 661

single, 92

support for, 714-716

type, 88

type hierarchy and, 654-656



initial state, 29
initialization, disks, 417
innermost nested queries, 232
Insert operation, 141-142
insertion anomalies, 299-300
instances

defined, 28

relation, 128

variables, 642
instantiable interfaces, 676
instantiation

defined, 111

polyinstantiation, 742
integrity constraints, 18, 135
intention, schemas, 29
interactive interfaces, 261
interactive transactions, 607
interblock gaps, 417
interfaces

DBMS, 33-34

defined, 10

instantiable, 676

interactive, 261

multiple user, 18

noninstantiable, 676

user-friendly, 33

Web, 262
Intermittently Synchronized Database Environment

(ISDBE), 921-922

internal hashing, 434-437
internal schemas, 29
interoperability, 710
interpolation, 933
INTERSECTION operation, 155-157
interval data types, 213
INTO clause, 267
invalid state, 136
IRM (information resource management), 362
IS-A relationship, 112

ISDBE (Intermittently Synchronized Database Environ-

ment), 921-922
isolation property, 12
IT (information technology), 362
iteration markers, 390
iterator variables, 263
iterators, 273

J

JAVA, 255

JBuilder (Borland), 37

JDBC class libraries, 280
JDBC driver, 280

join dependencies, 353-354
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join indexing, 907
JOIN operation, 158-161, 501-508
joined tables, 237-238
joins
multiway, 501
semijoin, 818, 821-822

K
KDD (Knowledge Discovery in Databases), 868
key attributes, 57
key candidate key, 135
keys
candidate, 135, 305, 314
composite, 483
foreign, 138
partial, 318
primary, 135, 314
superkey, 134, 314
surrogate, 202
Knowledge Discovery in Databases (KDD), 868
knowledge representation, 85, 110

L
labels, 843
languages, 32-33
data sublanguage, 255
database programming, 255, 262
host, 264
LANSs (local area networks), 38, 809
large databases, 362
latches, 607
lattices
generalization, 94-97
multiple inheritance, 92
specialization, 94-97
leaf node, 95
learning
supervised, 882
unsupervised, 885
left-deep trees, 529
LEFT OUTER JOIN operation, 170
legacy DBMSs, 709-710
legal relation states, 305
linear hashing, 441-442
linear recursion, 708
linear regression, 889
link attributes, 76
linked allocation, 426
links, 75
literals
atomic, 668
collection, 668
structured, 668
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loaded databases, 29, 385
loading utility, 37
local area networks (LANs), 38, 809
local attributes, 89
local design, 52
location transparency, 807
locks
binary, 584-585
conversion of, 587-588
latches, 607
multiple granularity level, 601-604
multitable, 586
read/write, 586
shared/exclusive, 586
two-phase, 588-591
log records, transactions, 560-561
log sequence number (LSN), 626
Logical Block Address (LBA), 417
logical data independence, 31
logical database design, 368, 383
logical indexes, 485-486
logical level, relation schemas, 293
logical theory, 115
login sessions, 735
lossless join property, 313, 335-337, 341-342
low-level data models, 26

M
macro life cycle, information systems, 364
main files, 433
main memory, 412-413
maintenance personnel, 14
mandatory access control, 740-743
MANET (mobile ad-hoc network), 918
manual identification, 782
manufacturing applications, data mining, 891
mappings
categories (union types), 202-203
data model, 52
defined, 31
EER model constructs to relations, 199-202, 206
ER-to-relational, 192-199
shared subclasses, 202
mark up, 844
market-based data, 871
marketing applications, data mining, 891
mass storage, 412
massively parallel processing (MPP), 911
master files, 433
mathematical relation, 125, 129
MAX function, 238-240
MAXIMUM function, 165
memory

cache, 412

EEPROM (Electrically Erasable Programmable Read-
Only Memory), 413
flash, 413
main, 412413
RAM {Random Access Memory), 412
shared, 805
menu-based interfaces, 33-34
menus, defined, 33-34
meta-class, 111
meta-data, 9, 29
metadata repository, 910
methods, 44
micro life cycle, information systems, 365
middle tier, three-tier client/server architecture, 42
MIN function, 238-240
minimal cover, functional dependencies, 311
minimum cardinality constraint, 67
MINIMUM function, 165
miniworld, 4
MINUS operation, 155-157
mirroring, 445
mixed files, 424
mixed fragmentation, 812
mixed transactions, 380
M:N relationship type, 67-68
mobile ad-hoc network (MANET), 918
mobile databases
characteristics of, 919-920
computing architecture, 916-918
data management issues, 920-921
ISDBE (Intermittently Synchronized Database Envi-
ronment), 921-922
reference materials for, 922-923
modification anomalies, 300
modules
buffer manager, 36
buffering, 17
client, 25
Data Blade, 712
defined, 14
persistent stored, 284
server, 25
stored disk manager, 35
MOLAP (multidimensional OLAP), 911
MPP (massively parallel processing), 911
multidimensional associations, 880-881
multidimensional OLAP (MOLAP), 911
multilevel indexes, 464—469
multimedia databases, 3
applications, 928-929
concepts, 782783
data and applications, 923-924
data management issues, 924-925
resources for, 929-930
spatial databases, 780~782



multiple granularity level locking, 601-604
multiple inheritance, 92, 95, 202, 660-661
multiple-relation options, 200
multiplication (*) operator, 227
multiplicities, 76

multiprogramming, 552

multisets, 224

multiuser DBMS, 11-12

multiuser systems, 43

multivalued attributes, 56

multivalued dependencies, 347-353
multiversion concurrency control, 596-599
multiway joins, 501

N
N-ary relationship types, 108, 196-197
N relationship type, 67
naive end users, 13
named iterators, 273
named queries, 688
names, constraints, 216
naming schema constructs, 71
naming transparency, 807
National Institute of Standards (NIST), 749
NATURAL JOIN operation, 161-162
natural language interfaces, 34
negative associations, 881-882
nested queries, 230-233
nested relational model, 725-727
nested relations, 249, 316
network data models, 27, 43-44
network partitioning, 825
networks
LANs (local area networks), 38, 809
neural, 890
SANs (Storage Area Networks), 447
WANs (wide area networks), 809
neural networks, 890
NIST (National Institute of Standards), 749
nonadditive join property, 313
decomposition, 341-342
lossless, 340

testing binary decompositions for, 338-340

noninstantiable interfaces, 676
nonprocedural language, 173
nonrecursive queries, 795
nonredundant allocation, 813
nonvolatile storage, 414
normal forms

Boyce-Codd (BCNEF), 324-326

defined, 312

domain-key (DKNF), 357

fifth (5NF), 353-354

Index

first (INF), 315-318
fourth (4NF), 351-353
practical use of, 313-314
project-join (PJNF), 354

1021

relation decomposition and insufficiency of, 334-335

second (2NF), 318-319, 321-323
third (3NF), 319-320, 323-324
normalization
algorithms, 345-347
denormalization, 540
process, 312
NOT operator, 176, 179
notation
arrow, 671
dot, 652, 671
relational data models, 132
null values, 56, 131, 229
problems with, 343-345
in tuples, 301
numeric data types, 212

(0)
Object Data Management Group. See ODMG
object data models, 27, 43
Object Definition Language (ODL), 647, 679684
object diagrams, 387
object identifters, 249
Object Management Group (OMG), 385
Object Manipulation Language (OML), 693
object modeling, 85
object-oriented database systems, 10, 16
concepts, 641-643
encapsulation, 649650
object behavior, via class operations, 650-652
object identity, 644
object persistence, 652-653
object structure, 644647
overview, 639-641
polymorphism, 659-660
type constructors, 647-649
Object Query Language (OQL), 684—693
object-relational database systems, 10, 43-44
SQL standards and components, 702-703
support, 703-708
objects
atomic, 674-676
BLOBs (Binary Large Objects), 423, 658
collection, 672-674
complex, 657-659
connection, 281
exception, 111
factory, 678
persistent, 652



1022 Index

statement, 281

transient, 652

user-defined, 674-676
occurrences, 28
ODBC (Open Database Connectivity), 41, 248, 256, 275
ODL {Object Definition Language), 679-684
ODMG (Object Data Management Group)

atomic objects, 674-676

Collection interface, 672-674

object model, overview, 666667

objects and literals, 667-671
OIL (Ontology Inference Layer), 926
OLAP (online analytical processing), 3, 208-209, 900
OLTP (online transaction processing), 12, 43, 900
OMG (Object Management Group), 385
OML (Object Manipulation Language), 693
online analytical processing (OLAP), 3, 208-209, 900
online transaction processing (OLTP), 12, 43, 900
ontology, 110
Ontology Inference Layer (OIL), 926
opaque data types, 712-713
OPEN CURSOR command, 267
Open Database Connectivity (ODBC), 41, 248, 256, 275
operating system (OS), 35
operations. See also commands; functions, 52, 75

binary relational, 158-162

CARTESIAN PRODUCT, 158

commutative, 156

CROSS PRODUCT, 162

defined

Delete, 142143

DIVISION, 163-165

EQUIJOIN, 161-162

FULL OUTER JOIN, 170

[nsert, 141-142

INTERSECTION, 155-157

JOIN, 158-161, 501-508

LEFT OUTER JOIN, 170

MINUS, 155-157

NATURAL JOIN, 161-162

OUTER JOIN, 169-170

OUTER UNION, 170-171

PROJECT, 153-154

REDO, 619

RENAME, 154-155

RIGHT OUTER JOIN, 170

SELECT, 151-153

sequence of, 154-155

SET, 508-509

UNION, 155-157

update, 143
operator overloading, 643, 659
operators

AND, 176, 179

DBMS environment, 14
NOT, 176, 179
OR, 176, 179
optimist concurrency control, 599-600
optimization
cost-based queries, 523-532
data mining, 870
optional fields, 424
OQL (Object Query Language), 684-693
OR operator, 176, 179
Oracle
distributed database systems in, 830832
Oracle 8, 721
ORDER BY clause, 228
order preservation, 438
ordered files, 431434
organizations, information systems, 362~-364
OS (operating system), 35
QUTER JOIN operations, 169-170
outer queries, 230
OUTER UNION operation, 170-171
overflow files, 433
overlapping, 103
owner entity type, 68

P

parallel database management systems, 805
parallel processing, 553
parameter mode, 285
parameter types, 285
parameters, statement, 278, 281
parametric end users, 13, 34
parent nodes, 469
partially committed state, transactions, 559
partial, defined, 103
partial key, 68, 318
partial replication, 813
partial specialization, 94
participation constraints, 64, 67
partition algorithm, 878-879
partitioned hashing, 483484
partitioning
horizontal, 544
network, 825
vertical, 544
path expressions, 686
pattern matching, 226~228
performance, monitoring, 37
persistent objects, 652
persistent storage, 16
persistent stored modules, 284
personal databases, 363
phantom problem, concurrency control, 606



physical data independence, 31
physical data models, 26
physical database design, 383-384
decisions about, 539-541
influencing factors, 537-539
physical design, 52
physical indexes, 485486
pile files, 430
pipelining, 511-512
pivoting, 904
platforms, 382
pointing device, 34
polyinstantiation, 742
polymorphism, 659-660
populated databases, 29
portability, 665
positional iterators, 273
PowerBuilder (Sybase), 37
precompilers, 36, 262, 264
predicate-defined subclasses, 92, 103
predicates, 132
fact-defined, 791
rule-defined, 792
prediction goals, data mining, 869
preprocessors, 262, 264
presentation layer (three-tier client-server architecture),
828
PRIMARY clause, 214
primary indexes, 457459
primary key, 135, 314
primary storage, 412
prime attributes, 314
printer servers, 39
privacy protection, 746
privileged software, 16
privileges
granting, 736-738
horizontal propagation, 740
overview, 735
revoking, 737
types of, 736~737
vertical propagation, 740
procedural DML, 33
procedural language, 173
procedural program code, 19
procedures, stored, 284-286
process-driven design, 367
program-data independence, 9
Program Stored Modules (PSM), 248
programmers, 14
programming
approaches to, 262-263
impedance mismatch, 263

Index

multiprogramming, 552

sequence interaction, 263-264
programs

application, 262

client, 263
project-join normal form (PJNF), 354
PROJECT operation, 153-154
Prolog/Datalog notation, 784-787
properties

class, 111

transactions, 562-563
protection. See security
proxies, 919
PSM (Program Stored Modules), 248
public key encryption, 750-751

Q
QBE (Query-By-Example), 150
aggregation, 960
database modification in, 960-962
grouping, 959-960
retrievals in, 955-959
qualified aggregation, 76
qualified associations, 76
quantifiers
existential, 176-179
universal, 176, 178-181
queries, 544-547
ad-hoc querying, 907
blocks, 495-496
correlated nested, 232-233
cost-based optimization, 523-532
decomposition, 822
in distributed database systems, 818-824
existential quantifier, 177-178
external sorting, 496-498
graphs, 512-513
innermost, 232
modification, 259
named, 688
nested, 230-233
nonrecursive, 795
optimization, 532-533
outer, 230
relational algebra, 171-173
semantic optimization, 533-534
SQL, 218-245
trees, 512-515
universal quantifter, 179-181
validation, 493
XML, 862-865
Query-By-Example. See QBE
query compiler, 36
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query language, 33
query processing, 17
query servers, 41
quotation marks ("), 227

R
RAIN (Redundant Arrays of Independent Disks),
443-447
RAM (Random Access Memory), 412
range relation, 174
raster image processing, 933
RBAC (role-based access control), 744
rd (rotational delay), disk parameters, 951-952
RDMBS (relational database management systems), 21
RDF (resource description framework), 926
read command, disks, 417
read-set transactions, 554
read timestamp, 597
read/write locks, 586
reasoning mechanisms, 110
record-at-a-time
DML, 33
file operations, 428
record-based data models, 27
record pointers, 438
record types, 425
records
connection, 277
defined, 422
description, 277
environment, 277
fixed-length, 423
spanned, 426
statement, 277
unspanned, 426
values and items, 422
variable-length, 423
recovery
ARIES algorithm, 625-629
backups, 630-631
caching of disk blocks, 613-614
cascading rollback, 616
checkpoints, 615-616
deferred update, 618~621
distributed database systems, 827
force/no-force approach, 614
immediate updates, 622-624
in multidatabase systems, 629-630
outlines and categorization, 612—-613
shadow paging, 624625
steal/no-steal approach, 614
transaction rollback, 616-617
transactions, 558559

UNDO/REDO algorithm, 613
write-ahead logging, 614
recovery and backup systems, 17, 37
recursive closure, 168
recursive relationships, role names and, 64
REDO operation, 619
redundancy, controlling, 15-16
Redundant Arrays of Independent Disks (RAID),
443447
referencing relation, 138
referential integrity constraints, 355
referential triggered action, 215
reflexive association, 76
regression rule, 889
regular entity types, 68
Relation Rose tool, 395-399
relation schema, 127
bottom-up design methodology, 294
implementation level, 294
logical level, 293
semantics, 295-298
top-down design methodology, 294
tuples, generation of, 301-304
tuples, null values in, 301
tuples, redundant information in, 298-301
relational algebra
aggregate functions, 165~168
CARTESIAN PRODUCT operation, 158
CROSS PRODUCT operation, 162
defined, 149
DIVISION operation, 163165
EQUIJOIN operation, 161-162
expression, 149
INTERSECTION operation, 155-157
MINUS operation, 155-157
NATURAL JOIN operation, 161-162
OUTER JOIN operations, 169-170
OUTER UNION operation, 170-171
PROJECT operation, 153-154
query examples, 171-173
recursive closure, 168
RENAME operation, 154-155
SELECT operation, 151-153
transformation rules, 518-520
UNION operation, 155-157
relational calculus
defined, 149-150, 173
domain calculus, 181-184
existential quantifiers, 176
safe expressions, 181
universal quantifiers, 176
unsafe expressions, 181
relational data models
constraints, 133-140



flat, 131
notation, 132
overview, 126
update operations, 140-143
relational data modules, 27, 43
relational database design. See also design, 196-197
algorithms for, 340-347
EER model constructs, mapping to relations, 199-203
ER-to-relational mapping algorithm, 192-199
relational database management systems (RDBMS), 21
relational database schema, 135
relational decomposition
multivalued dependencies, 347-353
properties of, 334-340
queries, 822
relational OLAP (ROLAP), 911
relations
all-key, 350
characteristics, 129-132
extension, 128
instance, 128
intention, 128
interpretation, 131-132
mathematical, 125, 129
nested, 249, 316
range, 174
referencing, 138
state, 129
virtual, 210
relationship inheritance, 86
relationship instance, 61
relationship sets, 61
relationship types
attributes of, 67-68
constraints on, 64-67
defined, 61
degree of, 63
specific, 89
reliability, 807
RENAME operation, 154-155
renaming attributes, 236
reorganization, files, 430
repeating fields, 423
replication, 812-815
advanced, 831
basic, 830
symmetric, 831
replication transparency, 807
representational data models, 27
requirements collection and analysis, 50-52, 369
requirements specification techniques, database design,
370
resource description framework (RDF), 926
restrictions, unauthorized access, 16

Index

retrieval operations, 427

retrieval transactions, 380

retrievals, 140

reverse engineering, 204, 397

REVOKE command, 737

rewrite time, disk paramerers, 953

RIGHT OUTER JOIN operation, 170

ROLAP (relational OLAP), 911

role-based access control (RBAC), 744

role names, recursive relationships and, 64
roll-up display, 904

rotational delay (rd), disk parameters, 951-952
row data types, 713

row-level triggers, 760

rule-defined predicates, 792

rules, 19

runtime database processor, 36

S

s (seek time), disk parameters, 951
safe expressions, 181
sampling algorithm, 874-875
SANs (Storage Area Networks), 447449
schedules of transactions
conflict equivalent, 569
contlict serializability, 570-572
debit-credit transactions, 576
overview, 563-564
recoverability, 565-566
result equivalent, 569
serial, 568
serializability, uses of, 572-575
serializable, 568
view serializable, 575-576
schema
change statements, SQL, 217-218
conceptual, 30, 52, 97-98
constructs, proper naming of, 71
database, 115
ER database, 70
extension of, 29
external, 30
intension of, 29
internal, 29
relation, 127
relational database, 135
snowflake, 905
SQL, 209
star, 905
XML, 850-855
schema-based constraints, 133
schema construct, 28
schema diagram, 28
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schema evolution, 29
schema name, 209
scientific applications, 22
script functions, 845
SCSI (Small Computer Storage Interface), 419
SDL (storage definition language), 32
search trees, 470
searches, binary search, 431
second level, multilevel indexes, 466
second normal form (2NF), 318-319, 321-323
secondary indexes, 462464
secondary storage, 412, 415-420
security
access protection, 734-735
audits, 735
authorization subsystem and, 16
DBAs and, 734
digital signatures, 751
encryption, 749-751
flow control, 733, 747-749
login sessions, 735
protection, 5
statistical database, 746-747
threats, 733
types of, 732-734
seek time (s), disk parameters, 951
SELECT clause, 219-220, 498-501
select-from-where block, 219-221
SELECT operation, 151-153
selection conditions, 220
selective inheritance, 661
self-describing data, 842
semantic data modeling, 85
semantic query optimization, 533-534
Semantic Web, 113, 926
semantics, 18, 295-298
semijoins, 818, 821-822
semistructured data, 842

SEQUEL (Structured English Query Language), 208

sequence diagrams, 52, 389-390
sequential access devices, 420421
sequential patterns, 888
serial schedules, 568
serialization graphs, 570
server modules, 25
servers

application, 42

data, 41

database, 263

defined, 40

e-mail, 39

file, 38

printer, 39

query, 41

specialized, 38

transaction, 41

Web, 39, 42
set-at-a-time

DML, 33

file operations, 428-429
SET operations, 508-509
set-oriented DML, 33
set types, 44
sets

multisets, 224

tables as, 224-226
shadowing, 445, 624625
shared databases, 5
shared disk, 805
shared/exclusive locks, 586
shared memory, 805
shared subclass, 95, 202
shared variables, 264
signatures, 650, 751
simple attributes, 55~56
singer-user systems, 43
single inheritance, 92
single-relation options, 200
single-sided disks, 415
single-valued attributes, 56
Small Computer Storage Interface (SCSI), 419
SMP (symmetric multiprocessor), 911
Snapshot Refresh Processes (SNPs), 832
snapshots, 28
snowflake schema, 905
SNPs (Snapshot Refresh Processes), 832
software

communications, 38

concurtency control, 12

privileged, 16
software engineers, 14
sophisticated users, 13
sorted files, 431-434
spanned records, 426
sparse indexes, 457
spatial applications, 22
spatial databases, 780-782

specialization. See also generalization, 88-90, 103

attribute-defined, 92, 104
constraints on, 92-94
defined, 86, 112
hierarchies and lattices, 94-97
mapping, 199-201
partial, 94
in refining conceptual schemas, 97-98
total, 93
specialized servers, 38
specific attributes, 89



specific relationship types, 89
specification, 115
spurious tuples, generation of, 301-304
SQL-92, 703
SQL-99, 208, 766-767
SQL/CLL (Call Level Interface), 256, 275
SQL schema, 209
SQL (Structured Query Language)
constraints, 213-217, 256-257
data types, 209-213
database programming, 261-264
DELETE command, 247
discussed, 207
dynamic, 256, 270-271
embedded, 256, 264-269
INSERT command, 245-247
queries, 218-245
schema change statements, 217-218
SQLJ, 271-275
stored procedures, 284-286
syntax summary, 250
transaction support, 576-578
UPDATE command, 247-248
views, 257-261
SQLCODE variable, 266
SQLSTATE variable, 266
stand-alone users, 13-14
star schema, 905
start tags, 844
state constraints, 140
statechart diagrams, 390-392
statement-level triggers, 760, 763-766
statement objects, 281
statement parameter, 278, 281
statement records, 277
statements
CALL, 285
CREATE ASSERTION, 256
embedded, 262
static database programming approach, 275
static files, 429
static hashing, 438
statistical database security, 746-747
steal/no-steal approach, recovery techniques, 614
storage
capacity, 413
of databases, 414—415
hierarchies, 412414
magnetic tape devices, 420421
mass storage, 412
nonvolatile, 414
persistent, 16
primary, 412
SANs (Storage Area Networks), 447-449
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scst (Small Computer Storage Interface), 419
secondary, 412
secondary storage device, 415-420
volatile, 414
Storage Area Networks (SANs), 447449
storage channels, 748
storage definition language (SDL), 32
stored attributes, 56
stored disk manager modules, 35
stored procedures, 284-286
stream-based processing, 511-512
strong entity types, 68
Struct keyword, 668
structural constraints, 67
structured complex objects, 658-659
structured data, 842
structured domain, 75
Structured English Query Language (SEQUEL), 208
structured literals, 668
Structured Query Language. See SQL
subclasses, 86-87, 90, 103
condition-defined, 92
predicate-defined, 92, 103
shared, 95, 202
user-defined, 93, 103
substring pattern matching, 226-228
subtraction (-) operator, 227
SUM function, 165, 238-240
superclasses, 86-88, 90, 103
superkey, 58, 134, 314
supetuser accounts, 734
supervised learning, 882
support
external data sources, 717
indexing extensions, 717
inheritance, 714-716
user-defined functions, 714
surrogate key, 202
symmetric multiprocessor (SMP), 911
symmetric replication, 831
synonyms, 376
system analysts, 14
system designers, 14
system lock tables, concurrency control, 584-588
system protection, 5

T

tables
base, 210
derived, 255
dimension, 904
fact, 904
joined, 237-238



1028 Index

as sets, SQL, 224-226

virtual, 255, 258
tags, 843

attributes, 845

end, 843

mark up, 844

start, 844
tape drives, 420-421
tape reels, 420421
tapes, archived, 421
taxonomy, 115
template dependencies, 355-357
temporal databases, 767~-768

querying constructs, 778-779

time representation, 768-770

time series data, 780
terminated state, transactions, 560
ternary relationships, 63, 105-109
text

data types, 719-720

multimedia data, 923
thesaurus, 115
third level, multilevel indexes, 466
third normal form (3NF), 319-320, 323-324
threats, 733
three-schema architecture, 29-31
three-tier client/server architectures, 42, 827-829
time data types, 212-213, 423
time representation

data mining, 889

temporal databases, 768-770, 780
time series applications, 22
time series data types, 718-719
timestamp data types, 213
timestamp ordering, 594-596
TIN (triangular irregular network), 931
tool developers, 14
tools

automated database design, 401-405

conversion tools, 37

data mining, 891-894

Relation Rose, 395-399
top-down conceptual refinement process, 98
top-down design methodology, relation schema, 294
total participation, 67
total specialization, 93
tracks, disks, 416
traditional database applications, 3
transaction files, 433
transaction rollback, recovery, 616-617
transaction servers, 41
transactions, 52

begin, 553

canned, 262

commit point of, 561-562
concurrency control, 555-557
defined, 12
end, 553
failures, 558-559
identifying, functional behaviors, 379
interactive, 607
mixed, 380
processing systems, 551-552
properties, 562-563
read-set, 554
recovery, 558-559
retrieval, 380
schedules. See schedules of transactions
single-user versus multiuser systems, 552-553
SQL, 576-578
system concepts, 559-562
system log, 560-561
unrepeatable read, 557
update, 380
write-set, 554
transformations, 1 78-179
transient objects, 652
transition constraints, 140
transitive dependency, 319
transparency
distribution, 829
fragmentation, 807
location, 807
naming, 807
replication, 807
tree structures
queries, 512-515
subtrees, 469
XML, 846-848
trees
B+-trees, 474-481
B-trees, 471-474
left-deep, 529
search, 470
triangular irregular network (TIN), 931
triggers, 140
events, 257
granularity, 709
row-level, 760
in SQL-99, 766767
statement-level, 760, 763-766
trivial MVD, 349
TRUE values, 229
truth values, 176, 182
tuple-based constraints, 216
tuples
dangling, 343-345
multiple, 267-269, 273-275



null values in, 301
redundant information in, 298-301
relations, 129-131
spurious, generation of, 301-304
two-dimensional data types, 717-718
two-tier client/server architecture, 41
two-way joins, 501
type hierarchy
constraints on extents, 656, 666
inheritance and, 654-656
type inheritance, 88
type lattice, 660
types
data types, 423
parameter, 285
record types, 425

U
UML diagrams
activity, 392
class diagrams, 386387
collaboration, 390
component, 387-388
as database application design, 386-387
deployment, 388
as design specification standard, 385-386
object, 387
sequence, 389-390
statechart, 390-392
use case, 388
UML {Universal Modeling Language), 50, 74-76
unary operations, 150
PROJECT operation, 153-154
SELECT operation, 151-153
unauthorized access, restricting, 16
UNDO/REDO algorithm, recovery techniques, 613, 623
unidirectional associations, 76
union compatible, 156
UNION operation, 155-157
union type, 98~100, 202-203
UNIQUE function, 215, 233-236
uniqueness constraint, attributes, 57
Universal Modeling Language (UML), 50, 74-76
universal quantifier, 176
query examples, 179-181
transformations, 1 78-179
universal relation, 334-335
universe of discourse (UoD), 4
unsafe expressions, 181
unspanned records, 426
unstructured data, 843
unsupervised learning, 885
UoD (universe of discourse), 4

index

update anomalies, 298, 300-302
UPDATE command, 247-248
update operations, 143, 427
update transactions, 380
updates, views, 259-261

use case diagrams, 388
uset-defined functions, 714
user-defined objects, 674676
user-defined subclasses, 93, 103
user-friendly interfaces, 33
utilities, 36-37

\%
valid state, 29, 136
validation
concurrency control, 599-600
queries, 493
value sets, attributes, 59-60
variable-length records, 423
variables
communication, 266
instance, 642
iterator, 263
shared, 264
SQLCODE, 266
SQLSTATE, 266
VDL (view definition language), 32
version graphs, 662
vertical fragmentation, 807, 811
vertical partition, 153, 544
vertical propagation, 740
video sources, 783, 923
view definition language (VDL), 32
views
concepts of, 257-258
CREATE VIEW command, 258
data warehouses versus, 911
DROP VIEW command, 259
implementation and update, 259-261
incremental updates, 260
specification of, 258-259
view materialization, 259
virtual data, 11, 902
virtual relations, 210
virtual storage access method (VSAM), 486
virtual tables, 255, 258
volatile storage, 414
VSAM {(virtual storage access method), 486

W
WANs (wide area networks), 809
warehouses. See data warehouses

weak entity type, 58, 68-69, 194
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Web X
access control policiés, 745 XML (eXtended Markup Language), 22, 45, 8§41
e-commerce and, 21 documents, 846

Web-based user interfaces, 34 documents and databases, 855-862

Web interfaces, 262 hierarchical data model, 846848

Web servers, 39, 42 querying, 862-865

WHERE clause, 219-220, 223-224 schema, 850-855

wide area networks (WANs), 809 well-formed and valid documents, 848-850

wireless communications, 916-917

WITH CHECK OPTION clause, 261

write-ahead logging, recovery techniques, 614
write command, disks, 417

write timestamp, 597



